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1
Introduction

Preamble. The robots are coming. Before you know it, they will be part of

our everyday lives. Now, try to imagine a world in which robots are everywhere.

What kind of robots would these be? What would they look like? And what

abilities would they have? Today’s robot systems are very useful for specific

tasks, but they can only operate effectively in simple, structured and predictable

environments. Truly intelligent systems should be able to handle unforeseen,

unstructured and changing environments, as living organisms do. Machines still

cannot match living systems in many areas.

Now, imagine a world inhabited by very lifelike robots. In fact, try to imagine

a system in which robots are born, not built. In this reality, the robotic world

itself would embody the entire Cycle of Life – birth, learning, reproduction and

death. These robotic systems could interact with their environments and adapt
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Chapter 1. Introduction

their structures and purposes to suit the circumstances. This means developing

a system that is capable of creating a wide variety of novel solutions, like the

‘Tree of Life’ in the natural world. This would make tasks like colonizing Mars

– or the ocean depths – much less challenging. Instead of designing machines

perfectly suited for specific tasks, we could send basic building blocks that are

capable of remodelling themselves and of adapting to any given environment.

Such systems would have a vast range of potential applications.

The work presented in this thesis is the result of years of research into

evolving robot organisms – a rapidly expanding area of research. This study

includes the implementation of a futuristic robotic system in which individuals

can autonomously adapt their behaviour (or behaviours) and improve their

bodies over successive generations, by means of evolution. The work is based on

a long-term vision of the Evolution of Things [37; 31], a concept for evolutionary

systems in which the subjects of evolution are physical artefacts.

Both the concept of evolution and our understanding of it have evolved over

many years. In the 19th century, the notion of evolution gained prominence

as an a posteriori explanation for the development of life on Earth. In the

20th century, the principles of evolution were applied in computers, to evolve

solutions to optimization and design problems. In this new field – Evolutionary

Computing – the objects undergoing evolution are digital entities. In the 21st

century, the field of Evolutionary Computing is entering a new phase, with

the development of algorithms capable of applying evolutionary processes to

physical entities. These physical objects fall into two categories, inanimate

entities (e.g. coffee mugs) and animate entities (e.g. robots). The evolution

of the latter is much more interesting than that of the former, because we can

evaluate what they do, not just what they are. Our aim was to contribute to

the next step forward, which involves transferring evolution from simulations to

real-world physical entities.

The entities that evolved in the system presented here are robot organisms
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– in our case, modular robots. These robots were assembled from functional

components. The main research goal was to demonstrate the feasibility of

the Evolution of Things, and to investigate its constituent elements. The

main constituents required for the Evolution of Things are Birth, Lifetime

Learning, and Procreation. Birth is the process of assembling and delivering a

new robot entity. In the case of a new robot, Lifetime Learning is the process

in which the robot learns how to control its body and how to interact with the

environment. Procreation is the process of mate selection and reproduction

within a population of robots.

Historically, evolutionary robot design has focused on the evolution of robot

controllers for fixed morphologies. Relatively little work has been done on

the evolution of morphologies, as such. This approach is, arguably, inherently

flawed, because the behaviour of a robot is determined not only by its controller

but also by its morphology. Thus, we are exploring the morphological evolution

of robots, in which a new individual has both a new morphology and a new

controller. To achieve effective pairing between the robot’s morphology and its

controller, the robot is added to a population of robots. We assumed that, while

the controller can be adjusted during the robot’s lifetime, its morphology will not

change. We can then draw a general distinction between evolution and learning,

regardless of the details of the specific algorithms involved. The evolutionary

process scans the complete set of robots within a given design space. One step

in this process is the creation of a robot with a new morphology (body) and a

new controller (brain). In contrast, learning algorithms attempt to improve the

controller during the robot’s lifetime. Hence, these operate within the range

of controllers that fit the body in question. One fundamental feature of these

systems is that the morphology of the offspring can and will be different from

that of its parent (or parents). As a result, ‘newborn’ robots need to acquire an

appropriate controller through learning, because it cannot be generally assumed

that an inherited controller will match the inherited morphology. For this reason,

we argue that any system of morphologically evolving robots must include a

learning phase for ‘newborn’ robots. Accordingly, we have adopted a system

architecture that features just such a phase.
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Chapter 1. Introduction

This architecture is referred to as the ‘Triangle of Life’ (see Figure 1.1). First

introduced by Eiben et al. [35], it has since been used in several experimental

studies on gait learning [98; 58; 113]. It is important to note that the selection

of gait learning was not an arbitrary decision. An autonomous robot must

satisfy three functional requirements: locomotion, manipulation, and perception.

Locomotion, one of the most fundamental robot skills, depends on morphology.

Gait learning is the most elementary form of locomotion, lacking any specific

direction or target. Here, our findings matched those of the wider research

community. For a robot, the gait-learning process can involve a significant

amount of time and effort.

Figure 1.1: Generic system architecture for robot evolu-
tion conceptualised by the Triangle of Life. The pivotal
moments that span the triangle and distinguish the three
stages are 1) Conception: a new genome is activated, con-
struction of a new robot starts; 2) Delivery: construction of
the new robot is completed; 3) Fertility: the robot becomes
ready to conceive offspring. It is important to state that the
Learning Loop in the Infancy stage is not necessarily evo-
lutionary but, in this study, we employed an evolutionary
algorithm (HyperNEAT) as a learning method.

We investigated constituents of relevance to the evolution of modular robots.

The research question in this context was ‘How could a system like this be
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1.1. Methods

developed and what factors primarily influence it?’ The main achievements

presented in this thesis are:

1. Development of the software and hardware tools needed to facilitate our

research.

2. Delivery of a proof of concept showing that physical robots can reproduce.

3. Development of specific controller architecture, consisting of body-specific

and body-agnostic elements.

4. Demonstrating that performance (in terms of locomotion) is better when

the controller is inherited than when the robot has to learn ‘from scratch’.

5. Demonstrating that Lamarckian evolution and Darwinian evolution have

different attractors in morphological space.

6. Development of the methodology needed to quantify and analyse the

relative importance of a robot’s body and brain.

1.1 Methods

The methods reported in this thesis derive from Evolutionary Robotics, as

described by Floreano et al. [39]. This field employs evolutionary principles

to design robot controllers and/or hardware. Computer simulations are often

used to evaluate candidate solutions. Evolutionary Robotics has developed a

range of widely applicable metaheuristics that exploit the principles of evolution.

According to Bongard [8], this approach “sets this subfield of robotics apart

from the mainstream of robotics research”. As such, it is applicable to a wide

range of objectives, i.e. the development of robot controller(s), evolving robot

morphologies and verifying evolutionary theories.

The adoption of Darwinian principles in algorithms has proved successful in

many fields, ranging from scientific research (e.g. numerical optimization [106])

to complex engineering tasks and specific industrial applications (e.g. optimizing

the design of satellite dish holder-booms [66]). The common factor underpinning
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Chapter 1. Introduction

this group of algorithms is that they are generic problem solvers, in which trial

and error methods are used to generally optimize any type of computational

problem [32]. The application of Darwinian principles to robotics is a convenient

way of exploring a robotic application’s design space, but it can also be used

for “testing scientific hypotheses of biological mechanisms and processes” [40].

Besides using evolutionary methods to adapt robot morphologies, we em-

ployed the following learning techniques to optimize controllers during the

robots’ operational lives: Reinforcement Learning, Artificial Neural Networks

and HyperNEAT. Reinforcement Learning was used for numerical optimisation

of controlles , while the Artificial Neural Networks technique was used for

simultaneous evolution of brains and bodies. Finally, HyperNEAT was used to

generate controllers that were more complex, but also more flexible than other

tested controllers.

Figure 1.2: The modular robot design used in our research
(the hardware version is shown on the left and the software
version on the right).

We focused on designing modular robots, which consist of several differ-

ent robot components. Our modular robot design was based on RoboGen,

by Auerbach et al. [4]. The RoboGen design enables each robot to be mapped

a tree-structured genome. This makes it possible to explore the design search-

space effectively, through the use of evolutionary algorithm (EA) techniques.
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1.2. Summary of the Papers in This Thesis

We produced various robots (both simulated and physical) based on this design

(cf. Figure 1.2). The framework for a system like this, in which physical robots

actually reproduce, was proposed by Eiben et al. [35], who referred to it as the

Triangle of Life (ToL).

We used Revolve, a software simulation kit developed by Hupkes et al. [54],

to test our hypotheses. This had three advantages. Firstly, it enabled us to

rapidly test a range of different controllers in a simulated world, using real-world

physical laws. Secondly, it could be used to extract the controllers used in

simulated robots and test them in real-world, physical counterparts. Finally,

it enabled us to quickly prototype our system and select the best models for

hardware production.

1.2 Summary of the Papers in This Thesis

This section lists the papers on which this thesis is based. The thesis itself is a

collection of papers, in which each chapter is devoted to an individual paper –

with a few modifications. These modifications generally involve the removal of

repetitive sections, which are then included as a separate chapter.

The thesis is divided into two parts. Part I focuses on the evolution of

morphologies and locomotion learning in a robot system. Part II deals with

the benefits of inheriting optimized parental controllers, and sheds light on the

conditions that influence these benefits.

We also characterize the study, based on the four principal topics of Evolution

of Brains and Bodies, Triangle of Life, Locomotion, and Lamarckism in Robotics.

Evolution of brains and bodies This study was inspired by a long-term

vision that envisages the development of robotic systems capable of evolving

and adapting to their environment in real-time and real-space. This indicates

that robot morphologies – and their controllers – are able to evolve, by means

of selection and reproduction. In systems like this, the most important factor

– in terms of creating functional robots – is the ability to create an effective

combination of a morphology and a controller that are unknown in advance. In
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Chapter 1. Introduction

this study, we explored the co-evolution – and interplay – of robot brains and

bodies.

Triangle of Life The Triangle of Life framework combines two novel aspects.

Firstly, it captures a life cycle that runs from conception to conception, rather

than from birth to death. The specific purpose of this is to incorporate robot

birth into the evolutionary process. Secondly, the framework allows for the

online evolution of robot morphology and control in hardware form, as the

robots operate in their task environment. Newly created robots are limited only

by the availability of building blocks and by the capabilities of the ‘birth clinic’

in which they were constructed. This was defined as a system of continuous

evolution and adaptation [35]. This thesis describes how we developed the first

robot to be parented by two other robots and presents a proof of concept.

Locomotion The very first task was to design a locomotion system for mod-

ular robots. In essence, a new robot needs to be able to perform some fine

tuning. Like a newborn calf, the ‘baby’ robot needs to learn how to control

its own body. This issue – the Control Your Own Body (CYOB) problem –

is inherent to Artificial Life systems in which newborn organisms are random

combinations of varying bodies and minds. Locomotion requires the creation of

rhythmic patterns that satisfy constraints such as generating forward motion

without falling over, being energy efficient, being capable of coping with differ-

ent environments and hardware failures, as well as changes in the environment

and/or in the robot itself. One early approach was based on gait control tables.

A control table is an array of control sequences for actuators with transitional

conditions between sequences [9; 116]. Simple parametric control schemes based

on trigonometric functions [69] have also proved successful under experimen-

tal conditions. However, this aspect continues to be a fundamental challenge

for legged robots. Our research explored the locomotory potential of robot

morphologies that are unknown in advance.
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Lamarckism Baldwinian and Lamarckian evolution [115] are the two prin-

cipal ways in which evolution can exploit lifetime learning. The former does

not directly store the results of the lifetime learning phase, only the resulting

fitness values. Lamarckian evolution, by contrast, does store locally-learned

improvements in individual genomes. As a result, lifetime learning can directly

accelerate the evolutionary process and vice versa [1]. In this study, we explored

the control benefits of Lamarckian evolution in scenarios when robot morphology

is evolving.

List of Papers

This thesis is based on six conference papers and two journal papers published

between December 2016 and February 2019. The papers contained in this thesis

are listed below, along with details of my own contribution to the publication

in question.

Part 2016 2017 2018 2019

Evolution of brains & bodies [2] [4,5,7] [8]

Triangle of Life [2]

Locomotion [1] [2,3] [6]

Lamarckism [3] [5] [8]

[1] Jelisavcic, M., De Carlo, M., Haasdijk, E., and Eiben, A. E. (2016).

Improving RL Power for On-Line Evolution of Gaits in Modular Robots. In

2016 IEEE Symposium Series on Computational Intelligence, SSCI 2016 (pp.

1-8). [7850166] Institute of Electrical and Electronics Engineers, Inc.. DOI:

10.1109/SSCI.2016.7850166

I implemented the learning algorithm used in the experiments. The algorithm

had four scenarios, which I proposed as ways of improving the system. In

addition, I performed all of the statistical tests and analyses involved. I also

wrote parts of the paper, including details of the related work, experimental

setup, results, analysis and conclusions.
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[2] Jelisavcic, M., De Carlo, M., Hupkes, E., Eustratiadis, P., Orlowski, J.,

Haasdijk, E., Auerbach J., and Eiben, A. E. (2017). Real-World Evolution of

Robot Morphologies: A Proof of Concept. Artificial Life, 23(2), 206-235.

I supervised a team of three Master’s students, who developed the robotic

system in hardware form. In addition to making all of the design decisions, I

selected the hardware to be used and drafted the additional electronic design

specification. I also conducted all of the hardware experiments and analyses. In

addition, I wrote parts of the paper including details of the experimental setup,

results and analysis.

[3] Jelisavcic, M., Kiesel, R., Glette, K., Haasdijk, E., and Eiben, A. E. (2017).

Analysis of Lamarckian Evolution in Morphologically Evolving Robots. In

Proceedings of the European Conference on Artificial Life 2017, ECAL 2017

(Vol. 14, pp. 214-221). MIT Press.

The concept behind the method emerged from a discussion with my co-

supervisor. I supervised the design of the learning system that was subsequently

tested on simulated robots. I also performed all of the experiments and analyses

involved. In addition, I wrote parts of the paper, including details of the related

work, experimental setup, results and analysis.

[4] Hupkes, E., Jelisavcic, M., and Eiben, A. E. (2018). Revolve: A Versatile

Simulator for Online Robot Evolution. In K. Sim, and P. Kaufmann (Eds.),

Applications of Evolutionary Computation: EvoApplications 2018 (Vol. 10784,

pp. 687-702). (Lecture Notes in Computer Science (including subseries Lecture

Notes in Artificial Intelligence and Lecture Notes in Bioinformatics); Vol.

10784 LNCS). Springer.

I was largely responsible for the development of the simulator described in

this paper. I also wrote most of the paper, including details of the related work,

experimental setup, results, analysis and the conclusions.

[5] Jelisavcic, M., Roijers, D. M., and Eiben, A. E. (2018). Analysing the

Relative Importance of Robot Brains and Bodies. In ALIFE 2018 Proceedings
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of the Artificial Life Conference 2018 (pp. 327-334). (Artificial Life Conference

Proceedings; Vol. 30). Tokyo: MIT Press Journals.

The concept behind the method emerged from a discussion with my co-

supervisor. I conducted all of the experiments and analyses. In addition, I wrote

various parts of the paper, including details of the related work, experimental

setup, results and analysis.

[6] Lan, G., Jelisavcic, M., Roijers, D. M., Haasdijk, E., and Eiben, A. E.

(2018). Directed locomotion for modular robots with evolvable morphologies.

In C. M. Fonseca, N. Lourenco, P. Machado, L. Paquete, D. Whitley, and A.

Auger (Eds.), Parallel Problem Solving from Nature – PPSN XV: 15th

International Conference, 2018, Proceedings (Vol. 1, pp. 476-487). (Lecture

Notes in Computer Science (including subseries Lecture Notes in Artificial

Intelligence and Lecture Notes in Bioinformatics); Vol. 11101 LNCS).

Springer/Verlag.

I assisted with the experimental setup and with the implementation of the

fitness function. In addition, I wrote various parts of the paper, including details

of the related work and the experimental setup.

[7] Jelisavcic, M., Miras, K., and Eiben, A. E. (2018). Morphological Attractors

in Darwinian and Lamarckian Evolutionary Robot Systems. In 2018 IEEE

Symposium Series on Computational Intelligence, SSCI 2018 (pp. 1-8).

[7850166] Institute of Electrical and Electronics Engineers, Inc..

I conducted all of the experiments and analyses. In addition, I wrote parts

of the paper including details of the related work, experimental setup, results

and analysis.

[8] Jelisavcic, M., Glette, K., Haasdijk, E., and Eiben, A. E. (2019).

Lamarckian Evolution of Simulated Modular Robots. Frontiers in Robotics and

AI, 6(9). DOI: 10.3389/frobt.2019.00009

I conducted all of the experiments and analyses. In addition, I wrote parts

of the paper including details of the related work, experimental setup, results

and analysis.
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2
Embodied Evolution and Online

Learning

Evolutionary Robotics is the field that lies at the intersection between of

evolutionary computing and robotics [8; 30; 29; 39; 89; 107; 108; 110]. The

field “aims to apply evolutionary computation techniques to evolve the overall

design or controllers, or both, for real and simulated autonomous robots” [108].

This approach is “useful both for investigating the design space of robotic

applications and for testing scientific hypotheses of biological mechanisms and

processes” [39]. However, as Bongard [8] noted “the use of meta-heuristics [i.e.,

evolution] sets this sub-field of robotics apart from the mainstream of robotics

research”, which “aims to continuously generate better behaviour for a given

robot, while the long-term goal of Evolutionary Robotics is to create general,
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robot-generating algorithms”. This provides the context for our work that

aims to employ online evolution in real-time and real-space to deliver robot

morphologies and controllers suited for a given environment.

2.1 Reality Gap

One of the long-standing challenges in Evolutionary Robotics is the reality gap:

the effect that solutions evolved in simulation do not work well once transferred

onto the real system. The reason for this is that simulations are prone to hidden

biases, errors and simplifications in the underlying models and that EAs are

likely to exploit the features of the (simulated) environment, even if they lack

physical plausibility. While a simplification, rounding and numerical instability

lead to differences whenever computer models are involved, this effect is amplified

in evolutionary systems. Approaches to cope with this problem include the

classic “envelope of noise” [57], as well as more recent techniques for improving

simulators, such as exploiting experiments with the physical robot [42; 118] and

the use of a “transferability function” to predict the limits of the simulation [70].

Such approaches to closing the reality gap depart from simulated evolution and

bring the physical robot into the evolutionary loop [48]. While straightforward,

this greatly increases the number of sensory representations of otherwise similar

or identical states, slowing down the evolutionary process. More complicated

approaches may involve alternating fitness evaluations between simulation and

reality [70; 9; 8; 26], but this is infeasible when simulating entire artificial

systems.

Alternatively, the reality gap can be completely circumvented by abandoning

simulators altogether—successful experiments in the 1990s thus evaluated the

performance of each controller using a physical robot in a real-world arena.

A promising approach to scaling up to more complex behaviours is to use a

population of robots, instead of a single one [10; 111]; in such a situation,

several evaluations occur in parallel, and therefore the evolutionary process can

theoretically be sped up by a factor equal to the number of robots. However, in

all such works, only the controllers evolve and any real-world fitness evaluations
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take place on a fixed robot morphology. Crossing the reality gap is by no

means a solved problem and as always one should be cautious drawing definitive

conclusions from a model.

2.2 Embodied Evolution

There are a handful of studies related to flexible morphologies. The most

well-known example of embodied evolition is the work of Watson et al. [111].

They present a system of embodied evolution where neural network controllers’

weights are evolved for a phototaxis task on a group of eight robots. The main

point of their work is to show that embodied evolution is possible and argue

that it is a candidate solution to a number of issues in robotics, such as the

reality gap.

The Symbrion project did target flexible morphologies by developing robot

units that could aggregate to form multicellular robotic organisms and then

disaggregate again [76]. However, Symbrion organisms were transient constructs

in that organisms could not reproduce and there was no evolution of morpholo-

gies; only the controllers were evolvable. Systems within Artificial Life have

addressed the evolution of morphologies (and control systems) in simulated

worlds with virtual creatures, e.g., in the pioneering works by Sims, Bongard,

and Pfeifer and several subsequent studies [4; 18]. This was brought closer

to the physical by jointly evolving robotic shapes and control in a simulator

and 3D printing the evolved shapes [78]. However, only the final product was

materialised; furthermore, the robot had no sensors. The self-reproducing

machines of Zykov et al. [120, 121]. were modular robots that were designed

or evolved to be able to make exact clones of themselves without variation

and they did not undergo evolution in the real world. More recent work has

evolved morphologies composed of a novel, soft materials, but once again only

the final morphologies were constructed and in this case, they were confined to

operating within a pressurised chamber, rather than operating in a real-world

population [49]. A related sub-field of evolutionary design has concerned itself

with constructible objects, but here again, evolution generally has taken place in
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software, with only the end result being constructed. A few projects employed

fitness evaluations on the hardware itself, but these systems produced inert

objects with no controllers that passively underwent evolution by a traditional

evolutionary algorithm [72; 96].

A separate category of related work contains biologically motivated studies

with evolution implemented in populations of robots [40; 109]. Using real

hardware is extremely challenging and to the best of our knowledge, there has

been only one successful project, that of Long et al. investigating the evolution

of vertebrae through swimming robot fish [19; 80]. The project faced huge

practical problems, for instance, manual construction of new generations took

weeks and the team could only run a few experiments of a few generations each.

Finally, let us mention the two most important pieces of prior work for

our project. The RoboGen system features modular robots as phenotypes, a

corresponding space of genotypes that specify the morphology and the controller

of a robot, and a simulator that can simulate the behaviour of one single robot

in a given environment [4]. Evolution is implemented by a classic evolutionary

algorithm that maintains a population of genotypes, executes selection, crossover

and mutation, and calls the simulator for each fitness evaluation. The system is

applied to evolve robots in simulation and physical counterparts of the simulated

robots can be easily constructed by 3D printing and manually assembling their

components. RoboGen was not meant to and has never been used to physically

create each robot during an evolutionary process. The project that resembles

ours the most concerns a “model-free implementation for the artificial evolution

of physical systems” [11]. The robots are constructed from cubic modules

that can be passive or active (driven by a servo). The robots do not have

sensors and are driven by an external PC that communicates via Bluetooth.

The evolutionary process is conducted by a centralised evolutionary algorithm

running on the external PC in the same manner as in RoboGen. However, robot

phenotypes are not tested in simulation but constructed one at the time in real

hardware for fitness evaluation, where a fitness is the travelled distance in a

given time interval.
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2.3. Locomotion Skills

2.3 Locomotion Skills

The design of a good and fast gait-learning method is not a trivial task. Lo-

comotion requires the creation of rhythmic patterns which satisfy multiple

constraints: generating forward motion, without falling over, with low energy,

possibly coping with different environments, hardware failures, changes in the

environment and/or of the organism, as Sproewitz et al. [102] stated.

Several approaches have been proposed for the design of locomotion for

modular robots. These proposals are based on various types of controllers and

algorithms for locomotion [3; 102]. An early approach is based on gait control

tables where a control table is an array of control sequences for actuators

with transitional conditions between sequences [9; 116]. Simple parametric

control schemes based on trigonometric functions, like in [69], have also been

successfully applied in a range of experiments. Another approach exploits

central pattern generators (CPG), which models circuitry found in vertebrates

that output cyclic patterns [55]. CPGs are neural networks that can produce

rhythmic patterned outputs without rhythmic sensory or central input [51].

The use of CPG-based controllers reduces the dimensionality of the locomotion

control problem while remaining flexible enough to continuously adjust velocity,

direction, and type of gait depending on the environmental context [56]. This

technique has been shown to produce well-performing and stable gaits for

modular robots [65; 64; 84]. Last, an alternative approach based on machine

learning for adaptive locomotion was proposed by Cully et al. [26], to account

for changes in body properties.

Although there are extensive existing studies on the locomotion of robots,

most of them focus on the controllers in fixed robot bodies for gait learning,

and only the research described in [64; 102] tested on multiple shapes. Our own

previous work [59; 58; 60; 113] focussed on gait learning for modular robots with

evolvable morphologies. However, we are typically not only interested in a robot

that just walks without purpose. In most cases, we want to evolve robot that

moves towards a destination. For directed locomotion, most related studies with

robots concern the control of vertebrates with fixed shapes, such as bipeds. The
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different neural control systems involved in directed vertebrates locomotion are

reviewed in [43]. A CPG approach based on phase oscillators towards directed

biped locomotion is presented in [85]. A special snake-like robot with screw-drive

units is presented in [16] for directed locomotion using a reinforcement learning

approach. There are few studies on the directed locomotion of the modular

robots, and they focus on fixed morphologies or the special structures.

2.4 Lifetime Learning Mechanisms

Most of the mentioned research considers the offline development of locomotive

controllers, i.e., controller optimisation as a separate phase before deployment

intending to developing controllers that remain fixed once deployed. Weel

et al. [113] considered online gait learning, where the controller is adapted to

the robot’s task environment during deployment. The experiments showed

that spline-based controllers with the RL PoWER algorithm provide dynamic

autonomous online gait learning capabilities. Jelisavcic et al. [58] showed that

RL PoWER is very similar to an online (μ + 1) evolutionary strategy. The

complexity of the problem increases if directed locomotion is a requirement [73].

One of the popular approaches is based on Artificial Neural Networks (ANN),

and especially on HyperNEAT [23; 46; 117]. Clune et al. [24] used controllers

based on more general artificial neural networks to develop controllers for

efficient locomotion. They used the HyperNEAT indirect encoding which is

based on evolving a Central Pattern Producing Network (CPPN) that encodes

a function to determine connection weights in the substrate artificial neural net

that actually controls the robot [104]. Looking at the performance of investigated

techniques has shown that they produce well performing and stable gaits on both

non-modular and modular organisms [21; 65; 113]. In summary, HyperNEAT

can produce efficient gaits, but the costs of learning time are too high for a

real-time application. In the work by Haasdijk et al. [46] an implementation of

evolutionary controllers was presented for locomotion in modular robots using

HyperNEAT. Different studies also have shown that HyperNEAT can evolve

the good controllers for the efficient gaits of a robot [113; 23; 117].
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Note, that the methods for gait development mentioned above are all evo-

lutionary. This may cause some confusion, as we consider them in the role of

lifetime learning in an overarching evolutionary process where the morphologies

evolve. At the highest level, the robot morphologies evolve: a new individual

implies a unique body that is the result of applying variation operators to its

parents’ genomes. We have argued that this necessitates a second adaptive

process of lifetime learning that operates at a different time-scale to optimise

the individual’s controller to suit its body and environment. We consider online

evolution as a relevant technique for this second phase—it can be seen as an

instance of reinforcement learning [47]. So, reiterating: there are two interleaved

evolutionary processes: one that adapts morphologies and another that adapts

controllers, and the latter implements lifetime learning for the former.

2.5 Simultaneous Evolution of Morphology and

Control

A robot’s behaviour is the result of the interaction between its morphology,

controller, and environment [94]. Evolutionary Robotics offers a methodology

to consider the development and adaptation of robot morphology and control

holistically [37]. Simultaneous evolution of morphology and control was intro-

duced with Sims’ simulated virtual creatures [101] and has been investigated

without regards to physically producible results many times since then. One

notable example is the work of Cheney et al. [18], using a voxel-based substrate

to evolve soft-bodied virtual robots. Lipson and Pollack [78] first demonstrated

that this approach is also applicable in systems where the final (i.e., after

evolution has run its course) results are realised and evaluated as actual phys-

ical robots, with substantial research revisiting this approach. For example,

generative encodings have been explored and resulted in physically instantiated

robots in [52] and [99], resulting in regular, symmetrical and insect-like bodies

and behaviours. Moreover, robot shapes have been optimised in [22] and [25],

resulting in dynamic body-brain behaviour for aquatic robots. There have also
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been some approaches targeting modular robotic systems, such as robotic ma-

nipulator design in [20], and a multi-purpose approach in [38]. In [83], modular

robots had their morphology and control parameters evolved offline, before

being subject to online control adaptation using a fast-converging function

optimisation algorithm. We have also recently seen experiments where even

the robot morphologies have evolved in a real-world setup; using an external

robotic arm to assemble modules in [11] or a self-reconfiguring robot in [90].

The simultaneous development of robot morphologies and control systems is

a difficult task, and we have only seen relatively simple results so far, as noted

by Cheney et al. [17]. As Pfeifer and Gómez [93] conclude, “morphological

computation is about connecting body, brain and environment”. Some of the

difficulty is due to the increased dimensionality of the search, but a more

insidious aspect may be the increased ruggedness of the search space: a small

mutation in the morphology can easily offset the performance of the controller-

body combination found earlier. Cheney et al. [17] illustrate this by casting

the morphology as a physical interface between controller and environment;

the variation operators that generate a new individual can then be seen as

“scrambling” this interface. An obvious remedy would be to allow the controller

to adjust to the new morphology, on a different timescale from the morphological

changes—i.e., to enable lifetime learning for new robot bodies.

2.6 Triangle of Life

The long-term vision behind the research covered in this thesis foresees robotic

systems that evolve in real time and real space. This implies that the robot

morphologies (body, hardware), as well as the controllers (brain, software),

are evolvable, i.e., subject to reproduction and selection. In other words, we

are concerned with robots that can produce offspring based on their fitness

as determined by the environment and the functional criteria set by a given

application.

The system is generic, the only significant assumption we maintain is the

genotype-phenotype dichotomy. That is, we presume that the robotic organisms
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as observed “in the wild” are the phenotypes encoded by their genotypes. As part

of this assumption, we postulate that reproduction takes place at the genotypic

level. This means that the evolutionary operator’s mutation and crossover are

applied to the genotypes (to the code) and not to the phenotypes (to the robotic

organisms). In such system, where robots compete for performance, and the

energy resources are scarce, being able to transfer the best controller could

potentially prove to be of the crucial importance as a head-start of a new robot.

As explained in Eiben et al. [36] and Eiben and Smith [37] the substrate in

which (artificial) evolution takes place to make a difference. The Evolution of

Things, e.g., the evolution of robots, is different from the evolution of solutions

for a routing problem with a genetic algorithm. Thus, to capture the overall

system architecture of robotic systems that evolve in real time and real space we

need a framework different from the general scheme of traditional evolutionary

algorithms.

An appropriate system architecture was introduced by Eiben et al. [35]

and extensively discussed in Eiben [31]. This framework, named the Triangle

of Life, is generic, the only significant assumption is the genotype-phenotype

dichotomy that assumes that the robotic organisms that undergo evolution

are the phenotypes encoded by their genotypes. This assumption implies two

essential system properties. First, that crossover and mutation take place at

the genotypic level and second, that there is a mechanism that can produce the

phenotype (the robot) corresponding to a given genotype (the code).

The resulting framework contains three main components or stages as shown

in Figure 1.1. The pivotal moments that span the triangle and separate the

three stages are 1) Conception: A new genome is activated, construction of a

new robot starts. 2) Delivery : Construction of the new robot is completed. 3)

Fertility : The robot becomes ready to conceive offspring. Thus, the first stage

–that can be physically implemented in a so-called Production Centre– starts

with a new piece of genetic code that is created by mutating or recombining the

code of existing robots (the parents) and ends with the delivery of a new robot

(the child). The second stage –that can take place in a so-called Training Centre–

follows the production of a new robot and ends when this robot acquires the
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basic skills for surviving in the environment and performing user-defined tasks

(if any). If the robot successfully passes an application dependent test of these

skills, it is declared to be fertile and can enter the third stage. Making fertility

depend on some test of quality is an essential design choice meant to prevent

the reproduction of inferior robots and the waste of resources. The third stage

corresponds to the period of maturity. It is this period when the robot ‘lives and

works’ and possibly reproduce. Depending on the given selection mechanism

the robot can produce a new genome through recombination and/or mutation

and start off a new iteration of the Triangle of Life.

2.7 Lamarckism

There are two principal options for evolution to exploit lifetime learning: Bald-

winian and Lamarckian evolution. The former does not directly store the results

of the lifetime learning phase, only the resulting fitness values. Lamarckian

evolution, by contrast, does explicitly store the locally learned improvements

in the individual genomes, so that lifetime learning can directly accelerate the

evolutionary process and vice versa [1]. While this mechanism has largely not

been seen as a correct description of biological evolution, some recent research

has reported a Lamarckian type of evolution in nature [28].

In this thesis, we research the benefits of Lamarckian evolution for control

when the morphology of robots evolves without central oversight. This means

that we are principally interested in a setting where the robots evolve and learn

online as proposed by Eiben and Smith [37], without any central oversight in a

physical habitat where a population of robots operates. For these initial investi-

gations, we focus on the development of locomotion, although we think that

lifetime learning is particularly important to achieve more complex behaviours.

To implement the Lamarckian evolution of morphology and control, the

robot’s genome must encode the robot’s controller as well as its morphology. Life-

time learning schemes that directly encode parameters for particular actuators

make less sense than indirect encodings: it is difficult or even impossible–e.g.,

when expression of the morphology is non-deterministic or depends on the envi-
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ronment [e.g., 79]–to identify the mapping of controller parameters to actuators

in a new morphology where some actuators may no longer occur and new ones

have appeared. An indirect encoding scheme such as HyperNEAT would not

be hampered in this way: a different layout of actuators would merely imply a

change in input values when expressing the genome. Implementations that do

encode the robot controllers directly exclude recombination operators and have

deterministic morphogenesis and therefore are less susceptible to this issue [78].

Several approaches to co-evolution of morphology and control with indirect and

coupled body-brain encodings exist, e.g., based on graphs or L-systems [101; 52],

where the control components are generated along with the morphology.

Until recently, there has been little research into the effect of Lamarckian

set-ups combining morphological evolution and lifetime learning of control.

Jelisavcic et al. [62] report preliminary findings that indicate that such a

Lamarckian set-up with CPG-based controllers and an indirect encoding using

CPPNs can improve performance. This thesis builds on these encouraging

findings in two directions.

The relationship between body, brain, and the environment defines the po-

tential for intelligent behaviour [7]. The intricate relation between environment

and evolution of morphologies, investigated in 2014, shows that environment

greatly determines the complexity of morphologies [5]. As noticed, “for many

animals, natural selection may tend to favour structures and patterns of move-

ment that increase maximum speed”, and, “in almost every case, legged animals

can move faster over land than animals of similar size that lack legs” [2].

Another prominent effort has been put into co-evolving morphologies and

environments [74; 81; 77; 12]. The investigations showed that robots with

more plasticity adapt better to different environments [71; 53]. Recent research

explores the influence of fitness functions on the outcome of evolution [86]. The

basis for this research is the morphological descriptors defined in [87] along

with [63].
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Developing robotic systems that can evolve in real-time and real-space is

a long term objective with technological as well as algorithmic milestones on

the road. Technological prerequisites include advanced 3D-printing, automated

assembly, and robust sensors and actuators. The necessary evolutionary mech-

anisms need not wait for these, they can be developed and investigated in

simulations. We present a system to simulate online evolution of constructible

robots, where 1) the population members (robots) concurrently exist and evolve

their morphologies and controllers, 2) all robots can be physically constructed.

Experiments with this simulator provide us with insights into differences of

using online and offline evolutionary setups.

3.1 Introduction

The motivation for this section comes from the vision of the Evolution of Things

described by Eiben and Smith [37]. In particular, the interest is in physical

robots that “can evolve in real time and real space“ [35]. The ultimate system

of our interest consists of robots with evolvable bodies and brains that ‘live and

work’ concurrently in the same physical environment. However, the current

technology lacks essential components to this end, in particular, the mechanisms

that enable that robots to reproduce, i.e., ‘have children’. This technology is

being developed, but in the meanwhile, simulators can be of great value as they

allow us to study various system setups and generate scientific insights as well

as know-how regarding the working of physically evolving robotic systems.

Looking into existing work on evolvable morphologies we can note a large

variety of approaches. Yet, there are two important limitations shared by most

of them. First, evolution is executed in an offline fashion, that is, through a

(centralised) evolutionary algorithm that runs the standard EA loop and only

calls the simulator to establish the fitness of a new genotype. Such fitness

evaluations typically happen in isolation: the phenotype, i.e., the robot, that

belongs to the given genotype is placed and evaluated in an environment without

other robots present. This is in contrast to our vision with genuinely embodied

online evolution, where all population members concurrently operate in the
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same environment. An important question is whether the differences between

online and offline evolution are purely procedural or do the two types of systems

exhibit different behaviour. To answer this question experimentally we would

need a simulator that can be configured for both types of evolution keeping all

other system properties identical.

Second, the robots in most of the existing simulations are not constructible.

Certainly, this is not limiting for fundamental studies but the long-term goal of

constructing a system of physical robots that can evolve in real time and real

space implies a need for a simulator with a hi-fidelity model of real robots with

an evolvable morphology.

In summary, current systems and the investigations performed with them

suffer from either or both of these limitations and are less realistic that we would

prefer. To this end, we present a new simulator with a unique combination of

features that supports experimental research that cannot be done with existing

systems. In particular,

1. All robots are physically constructible by assembling off-the-shelf compo-

nents (e.g., servo motors, LED lights) and 3D-printed body parts.

2. Robots have evolvable morphologies and controllers. Both the physical

and the mental makeup are encoded by genotypes that can be mutated

and recombined. The phenotype space and the corresponding genetic

code is based on RoboGen [4].

3. Evolution is carried out in an online, embodied fashion. Robots populate

an environment simultaneously and selection and reproduction are deter-

mined by the (inter)actions of the robots and the environment. Thus,

evolution is induced ‘from inside’, robots are not just isolated candidate

solutions in some traditional genetic algorithm.

An important feature of this simulator is that it can be used in a traditional

offline mode as well. Thus, it allows us to answer the research question: what

are the main differences between online and offline evolution and how do these

affect the dynamics of the evolving robot population? For this purpose, we
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specify three scenarios, one with offline evolution, one with online evolution,

and a combined form and compare the emerging dynamics.

3.2 The Simulator

The main design decision when conceiving Revolve was a choice between either

(a) building on top of a dynamics engine directly, (b) modifying the code of

an existing research project or (c) using a simulation platform. Out of these

(b) and (c) are more viable options because they take away a large part of

the bootstrapping process, and in addition, ensure improvements and fixes

to the underlying infrastructure regardless of the development of the toolkit.

The important factor for making the final decision was the ability of any of

the possible options to integrate C++ libraries into its environment. The

importance of using these native libraries lays behind the idea to recreate all

simulated robots in hardware with Raspberry Pi as a controller.

Investigations were performed with the NASA Tensegrity and RoboGen

source codes [15; 4], running benchmarks and trying to realise simple artificial

ecosystems using the existing code base. There was a particular focus on

RoboGen as an attractive candidate for a proof of concept, given that its robot

body space is easily constructed using 3D printing, and is subject to an ongoing

real-life calibration process. During the setup of simple scenarios, however, it

was found that the RoboGen software suite was too much tailored to its serial,

offline evolution to be conveniently re-factored to the new use case. In addition,

all code would have to be written in the C++ language, which provides high

performance at the expense of being verbose and sometimes tedious to develop.

While the choice for the RoboGen body space as a proof of concept remained,

the decision was made to build the Revolve Toolkit on top of a general purpose

simulation platform instead. The decision was made based on the fact that it

appeared to be much easier to develop a simulation platform for a specific need

on top of a flexible system than to modify any of existing solutions.
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Out of the considered simulation platforms (Webots1, MORSE2, V-REP3,

Gazebo4), only Webots was discarded beforehand because it is a commercial

and closed-source platform, and constraints in Webots limited the number

of individuals that could be simulated, regardless of performance. MORSE

appeared to be a suitable candidate but lacked the ability for high-performance

C++ integration that Gazebo and V-REP provided, as well as the lack a choice

of physics engines. A comparative analysis of the last two remaining platforms

was conducted [88], ruling in favour of V-REP by a slight margin. However, a

much older version (2.2) of Gazebo was used than was available, even at the

time the section was written. Additionally, the methodology compares CPU

usage rather than simulation work performed over time. Considering all points,

the bottom line is that V-REP and Gazebo are very similar platforms in terms

of features. The eventual choice for Gazebo is motivated by its non-commercial

nature, its large online community and the XML format it uses to describe

models, which simplifies creating dynamic robot morphologies from external

applications. That being said, V-REP would likely also have been very suitable

as a platform. While Revolve has been written with Gazebo in mind, large

parts are simulator agnostic and could potentially be used for creating a similar

platform for use with V-REP. Following paragraphs will describe system parts

in details.

Revolve. 5 The Robot Evolve toolkit is a set of Python and C++ libraries

created to aid in setting up simulation experiments involving robots with

evolvable bodies and/or minds. It builds on top of Gazebo, complementing

this simulator with a set of tools that aim to provide a convenient way to

set up such experiments. Revolve’s philosophy is to make the development

of simulation scenarios as easy as possible while maintaining the performance

required to simulate large and complex environments. In general this means that

1https://www.cyberbotics.com/
2https://www.openrobots.org/wiki/morse
3http://www.v-rep.eu/
4http://gazebosim.org/
5http://www.github.com/ci-group/revolve
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performance critical parts (e.g. robot controllers and parts relating to physics

simulation) are written in the C++ language, which is highly performant but

can be tedious to write, whereas less performance-focused parts (such as world

management and the specification of robots) are written in the slower yet more

development-friendly Python language. The bulk of the logic of a simulation

setup commonly falls in the latter category, which means the experimenter will

be able to implement most things quickly in a convenient language.

Gazebo. An open source, multi-platform robotic simulation package that is

available free of charge. It provides both physics simulation and visualisation of

rigid body robotic structures and their environments. Abstraction wrappers

are provided for several well-established physics simulation engines: The Open

Dynamics Engine (ODE), Bullet Physics, SimBody, the Dynamic Animation

and Robotics Toolkit (DART), Having these abstractions available means that

the same simulation can, in theory, be run using any of these physics engines

by changing a single parameter - the caveat being that subtle differences

between these engines often require additional parameter tuning to get a stable

simulation.

In order to describe robots and environments, Gazebo uses the Simulation

Description Format (SDF) 6, which allows an end user to specify anything

from the texture of the terrain to the physical and visual properties of robots

in an XML-based format. Because XML can be cumbersome to write for

human beings, the sdf-builder 7 Python package was developed concurrently

with Revolve to provide a thin, structured wrapper over this format that aids

with positioning and alignment of geometries, and calculation of their physical

properties.

What makes Gazebo particularly useful is the means by which it allows

programmatic access to observing and modifying the simulation. It provides

two main interfaces to do this and Revolve makes use of both:

− A messaging API. Gazebo comes bundled with a publisher/subscriber

6http://sdformat.org/
7https://github.com/ci-group/sdf-builder
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messaging system, in which any component can subscribe to and/or publish

on so-called topics. Many aspects of the system can be controlled using

these messages, which are specified in Google’s Protocol Buffers (Protobuf)

format. Because this communication happens over TCP sockets, access

to this interface is quite straightforward in most programming languages.

− The plugin infrastructure. It is possible to load shared libraries as a

plugin for several types of Gazebo components, providing programmatic

access to the simulation using Gazebo’s C++ API. As an example, one

can specify a certain piece of compiled C++ code to be loaded with every

robot that is inserted into the world.

Revolve Libraries. At the heart of Revolve lie a set of general purpose tools,

which can be roughly separated into Python components and Gazebo C++

plug-in components. A certain layering is present in the provided tools, ranging

from anything from closely related to the specification to more practical tools

that can be used to quickly implement an actual experiment.

Revolve Angle. Alongside the modules to create a wide variety of exper-

imental setups described in the previous sections, Revolve includes a more

opinionated module called revolve.angle, implementing a specific subset of

all possible experimental setups. Its function is twofold, in that (a) it allows

for setting up any experiment matching these setup descriptions rapidly, and

(b) it serves as an example of how to use Revolve. It implements the following

functionality: (a) a genome including both a robot’s body and brain, (b) a

conversion from this genome to a usable SDF robot, (c) evolutionary operators

functioning on this genome: crossover and mutation, and (d) the entire Robo-

Gen body space is included as Revolve components, though its use is optional

and other body parts may just as well be used with the genome.

Gazebo plugins. In order to actually control a robot in simulation, Gazebo

has to be told what sensor values to read, what joints to control, etc. While

it is possible in principle to provide most of these functionalities through the
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messaging API, when it comes to controlling a robot the code is closely related

to the simulation, runs often and is, therefore, more apt to be considered as a

high-performance aspect to be written in C++. Revolve supplies a base robot

controller plugin to deal with this aspect of the simulation setup. When the

SDF contents of a robot are produced for simulation, a reference to this plugin

is included alongside information about its sensors, actuators and brain. Gazebo

supports many types of sensors, all of which are accessed in a different fashion.

Revolve wraps around a number of often used sensors and unifies them in a

generic interface passed to the robot controller. The same holds for actuators,

which control the joints of robots in the simulation. Rather than having to

specify the forces that operate on these joints, Revolve allows setting either a

position or velocity target which, combined with a predefined maximum torque,

resembles the interface of a real-world servo motor.

In addition to the robot controller, Revolve also includes a world controller

plugin, which should be included with each loaded simulation world. While using

this plugin is not strictly necessary, it includes some convenient functionality

to insert robots into the world, keep track of their position and remove them.

Overall, Revolve system is a simulation toolkit designed specifically for the

purpose to study embodied co-evolution, specifically described in [35]. However,

having in mind that it is based on highly flexible Gazebo simulator, it can be

also used for a research related to specific parts of the system, e.g.individual

learning, group learning, island model evolution.

3.3 The Robots

The robot design in our system is based on the RoboGen framework8. RoboGen

robots are designed to be evolvable and easily manufacturable from a pre-defined

set of 3D printable components (some of which are parametrisable) coupled

with off the shelf electronic elements. The following paragraphs describe the

possible components in detail.

8http://robogen.org.
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The Phenotype of Morphologies. The robots used in this work are built

out of seven possible component types, which can connect to each other at

specified attachment slots.

1. Each RoboGen robot contains at a minimum a core component that

houses a battery and a microcontroller, with an onboard 6-dimensional

inertial measurement unit (IMU) composed of an accelerometer and a

gyroscope. This component has four attachment slots: apart from the top

and bottom faces, it is possible to attach other components to every side.

It is slightly larger than other components so it could contain any needed

electronics if the robot would be recreated in real-space.

2. The fixed brick has the smaller dimensions than the core component,

and it does not contain any electronics or sensors. In addition, other

components can be attached to its four faces.

3. The parametric bar joint is a connection element with parametrised

length and connection angle. It has two attachment slots, one at either

end.

4. The active hinge is a simple hinge joint powered by a servo motor. Each

active hinge adds one actuated degree of freedom to the robot: this DOF is

controlled by a single value per time step, which defines a desired angular

position between −45 and 45 degrees. Like the parametric bar joint, it

has two attachment slots.

5. The passive hinge is similar to the active hinge, but as the name suggests

the passive hinge is not powered by a servo but rather can move freely.

It, therefore, adds one un-actuated DOF to the robot. It also has two

attachment slots.

6. The touch sensor, which contains two binary inputs. Each input rep-

resents whether or not one half of the sensor is in contact with another

object. Like the light sensor, the touch sensor has a single attachment

slot.
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Each of these components is defined by two-part model: a detailed mesh

suitable for visualisation and 3D-printing and a set of geometric primitives that

define the components’ mass distribution and a contact surface. As described

above, each model also defines the number and placement of possible attachment

slots, as well as the inputs (sensors) and outputs (motors) contained within

it. Each input i is defined as a single numerical value. If a sensor outputs more

than one value (as is this case with the IMU and the touch sensor) then this

results in multiple defined inputs. Similarly, each output o is defined by a single

value.

The Phenotype of Controllers. Each robot is controlled by a neural net-

work that receives inputs from the robot’s sensors and provides output to the

robot’s actuators. In this way, there is a one-to-one correspondence between

a morphology’s inputs and its controller’s input neurons as well as between a

morphology’s outputs and its controller’s output neurons. The neural network

can also contain hidden units.

The neurons in the hidden and output layers of a robot’s neural network may

have one of three activation functions. The first two–linear and sigmoid–are

common neural network activations whose parameter set consists of bias and

gain values. The third possible type is an oscillator neuron, whose value depends

not on its input values but rather is a sinusoid depending only on the current

time. The three parameters for this neuron type are the oscillator’s period,

phase offset and amplitude. This neuron type was added to accommodate the

needs of simplifying the experiment while still producing proper locomotion

patterns.

The Genotype of Morphologies. Robots are genetically encoded by a

tree-based representation where each node represents one building block of the

robot and edges between nodes represent physical connections between pieces.

Each node contains information about the type of the component it represents,

its name, orientation, possible parametric values, and its colour. The colour

parameter is included to allow handily tracking of which body parts originate
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from which parent. Each edge also defines which of the parent node’s available

attachment slots the child will attach to.

Construction of a robot from this representation begins with the root node,

defined to always represent the requisite core component. The robot body is

then constructed by traversing the tree edges and attaching the components

represented by child nodes to the current component at the specified slot

positions and orientations.

The Genotype of Controllers. The tree representation describing a robot’s

morphology also describes its controller. Based on a unique identifier and a type

of each module, input and output neurons are defined. Subsequently, neurons

in a hidden layer are added and connections between layers. The detailed

description of how genotypes of morphologies and controllers are recombined

are described in Section 3.4.2.

3.4 Evolutionary System

3.4.1 System Architecture: the Triangle of Life

The proverbial Cycle of Life revolves around birth and so does a system of

self-reproducing robots. To capture the relevant components of such a robotic

life cycle we need a loop that does not run from birth to death, but from

conception (being conceived) to conception (conceiving one or more children).

A conceptual framework for such an ecosystem in which physical robots actually

reproduce was proposed in [35].

This framework, called the Triangle of Life, represents an overall system

architecture with three main components or stages. This system is generic, the

only significant assumption we maintain is the genotype-phenotype dichotomy.

That is, we presume that the robotic organisms as observed ‘in the wild’ are

the phenotypes encoded by their genotypes. As part of this assumption, we

postulate that reproduction takes place at the genotypic level. This means

that the evolutionary operator’s mutation and crossover are applied to the
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genotypes (to the code) and not to the phenotypes (to the robotic organisms).

The first stage in the ToL is the creation of a new robotic organism in a so-called

Production Center [59]. This stage starts with a new piece of genetic code that

is created by mutating or recombining existing pieces of code (of the robot

parents) and ends with the delivery of a new robot. The second stage takes

place in a Training Center; it starts when the morphogenesis of a new robot

organism is completed and ends when this organism acquires the skills necessary

for living in the given world and becomes capable of conceiving offspring. The

third stage in the Triangle is the period of maturity. It starts when the organism

in question becomes fertile and leads to a new Triangle when this organism

conceives a child, i.e., produces a new genome through recombination and/or

mutation.

Figure 1.1 exhibits the stages of the Triangle of Life. Similarly to the general

EA scheme that does not specify the representation of candidate solutions, the

ToL does not make assumptions regarding the makeup of the robots.

3.4.2 Evolutionary operators

Two parent robots can produce offspring through several reproduction operators

on their genotype trees. This section discusses these operations in the order in

which they are applied to create a child robot c from parents a and b. In the

first step, a node ac from a is randomly chosen to be the crossover point. A

random node bc from b is chosen to replace this node, with the condition that

doing so would not violate the restrictions as given in Table 3.1. If no such

node is available, evolution fails at this point and no offspring are produced. If

such a node is found, c1 is created by duplicating a and replacing the subtree

specified by ac with the subtree bc. With probability pswap subtree, a random

node s1 is chosen from c3. Another random node s2 is chosen provided it has

no ancestral relationship with s1 (i.e. it is not a parent or child of this node).

If no such node is available the step is again skipped, otherwise s1 and s2 are

swapped in c3 to produce c4. Again in order to keep robot complexity roughly

the same, a new part is added with a probability proportional to the number of
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parts that are expected to have been removed by subtree removal, minus the

number of parts expected to have been added by subtree duplication. The new

part is randomly generated by both hidden neurons, neural connections and all

parameters, and attached to a random free slot on the tree to produce the final

robot c. Again, this step is skipped if adding a part would violate restrictions.

In general, selection operators in an EA do not depend on the given repre-

sentation and reproduction operators. Hence, the experimenter is free to use

any standard mechanism without application-specific adjustments. For online

evolution, this is slightly different. The main difference is the lack of synchro-

nisation between birth and death events. In an offline evolutionary process,

these are synchronised and the population size is typically kept constant. In

online evolution birth and death events are triggered independently by (local)

circumstances and the populations can grow or shrink depending on the actual

numbers. The specific mechanism we use here is discussed in the next section.

3.5 Experimental Setup

The purpose of the experiments is to compare online and offline evolution in a

ToL-based system of robots with evolvable morphologies. By design, we will

perform pure evolutionary experiments without learning in the Infancy stage.

Thus, the controllers of the robots will not change during their lifetime and the

fertility test in node 3 of Figure 1.1 is void: all individuals become mature/fertile

15 seconds after birth, which is 3 seconds insertion time for when the robot is

dropped into the arena followed by 12 seconds evaluation time.

All experiments share a set of values for previously specified parameters,

which are specified in table 3.1 and each run is repeated 30 times.

We consider three different experimental scenarios. The first two are offline

scenarios in which individuals are evaluated in isolation and a population consists

of distinguishable generations. What differentiates these two scenarios is the

parent selection method: in the first scenario 15 new individuals are produced

before further selection takes place, whereas in the second scenario selection

happens after each newly born robot. This method of parent selection is more
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Parameter Description Value
|R|max Maximum number of nodes 30
|R|min Minimum number of nodes 3
omax Maximum number of outputs 10
imax Maximum number of inputs 10
hmax Maximum number of hidden neurons 10
μparts Mean of randomly generated parts 12

N (μparts, σ
2
parts)

σparts Standard deviation of 5
randomly generated parts

premove subtree Probability of removing subtree 0.05
pduplicate subtree Probability of duplicating subtree 0.1
pswap subtree Probability of swaping subtree 0.05
premove hidden neuron Probability of removing hidden neuron 0.05
premove neural connection Probability of removing neural connection 0.05

Table 3.1: Parameter values shared across all experiments

akin to the online scenario in which robots coexist in the environment and are

continuously evaluated and selected.

The fitness function of a robot ρ is the same in all of these scenarios and

reads

f(ρ) = v + 5s, (3.1)

where v is the length of the path the robot has travelled over the last 12 seconds

and s is the straight distance that the robot has covered the point where it was

12 seconds ago and the point where it is now (i.e. the length of a straight line

between that point and the current point).

The following table summarises the three simulation scenarios.

Preceding the runs with these scenarios we have conducted two baseline

experiments, disabling reproduction and selection, respectively. The first one

makes use of the fitness selection to determine which individuals survive while

disabling reproduction, thereby showing the speed at which a population would

increase its fitness if a selection is made out of an increasing random population.

The second baseline experiment, on the other hand, uses completely random

survivor selection, while enabling reproduction. Looking at the obtained fitness

values in these experiments serves as a simple sanity check to confirm that

evolution is really working, cf. Figure 3.1 (b).

i l l
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Scenario 1 Scenario 2 Scenario 3
Scenario type Offline Online
Environment Infinite flat plane
Evaluation One robot at a time for 12 seconds All active ro-

bots simultane-
ously and contin-
uously in 12 sec-
onds time frame

Population
size

Constant at 15 robots per generation 8 to 30 robots9

Selection
scheme

(15 + 15) 10 (15 + 1) 11 A new robot ev-
ery 15 seconds

Parent selec-
tion

4-tournament selection

Survivor se-
lection

Select the 15 fittest individuals Robots with a
fitness greater
than a 70% of
the population
mean. 12

Birth location On the ground at the origin Random posi-
tion within a
radius of 2m
from the origin

Stop criterion After 3000 births13

that this is caused by the fundamentally different ways of evaluating robots. In

scenarios 1 and 2 each (newborn) robot is evaluated once, while in scenario 3

robots undergo continuous evaluation. This reduces the possible artefacts of

getting lucky during the first and only evaluation. In other words, scenarios 1

and 2 allow for survival base on an optimistic estimate of a robots fitness, while

scenario 3 works with more realistic fitness values.

Further to analysis, we are also interested in diversity to provide an adequate

picture. To provide an adequate picture, a heuristic measure is applied to

quantify the genetic diversity within robot populations at each time point. This

measure applies a Tree Edit Distance (TED) algorithm as described by Zhang

and Sasha [119] to the genetic trees of pairs of robots that are part of the same
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Figure 3.1: Fitness values observed in each scenario ag-
gregated over all 30 runs. The plots in Figure 3.1a use
the number of born individuals on a time scale because it
is uniform across all scenarios. Error bars are omitted
for clarity. Note that the experimental set-ups guarantee
a monotonically increasing function for the offline experi-
ments, whereas the non-constant fitness values in the online
experiment lead to fluctuations.

population. The algorithm is applied to the following cost rules:

− Removing a node, adding a node or changing a node to a different type

has a cost of 1.

− Attaching a node to a different parent slot has a cost of 1.

Note that differences between neural network contributions between nodes

are ignored in this measure because they are harder to quantify. The outcome of

the algorithm is included for both the final populations cf. Figure 3.2b and as a

progression during the experiments cf. Figure 3.2a. This shows an initial rapid

decline of diversity in all scenarios, possibly as a result of ‘bad genes’ being

eliminated. Diversity decline then slows down, although it decreases faster in

scenario 2 than in scenario 1. This makes sense as the populations that scenario

2 uses for reproduction are very similar for each birth, which is expected to

decrease variation. The same can be said about scenario 3, but the same effect
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(b) Diversity of the final populations.

Figure 3.2: Genetic diversity in robot populations using
Tree Edit Distance averaged over all runs.

cannot be observed there, meaning something is keeping diversity relatively

high here.

3.7 Discussion and conclusions

As shown in this section, Revolve has proven its merit a a research tool, but there

are of course several possible improvements. First, the scenarios of Section 3.5

could be extended by making the controllers evolvable and/or adding learning

capabilities to the robots. This will facilitate research into Lamarckian evolution,

where we already have nice initial results [61]. Adding a dedicated Production

Center, as in our previous work [112], is also a logical extension. In the

meanwhile, adding obstacles and different types of ground surfaces will make

the system more realistic. Hereby the software and hardware-based system

development will be more aligned [59; 58].

Something to be wary of in this context is the ‘bootstrapping problem’, a

term used to describe the failure of a system to evolve into interesting dynamics

simply because there are no dynamics, to begin with. Robot learning could be

developed and integrated into Revolve as a potential solution to this problem.
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This would enable robots to make more rapid and efficient use of any sensors

they have, which is expected to have an impact on the influence of robot

interactions and the environment in which they operate. Varying environmental

properties is also an interesting line of research, in conjunction with for instance

evaluating the robustness and adaptability of robots and robot populations.

The significance of this study is twofold. First, we presented a simulator

for studying online evolution of realistic robot morphologies and controllers.

Second, using this simulator we established that online and offline evolution

are indeed different. This implies that the current practice of relying on

offline evolution within evolutionary robotics has inherent limitations. To

develop evolutionary mechanisms towards the long term goal of real-world robot

evolution we recommend to use simulators that can handle online evolutionary

systems.
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Triangle of Life
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4
Learning Locomotion

Chapter 4 was published as:

Jelisavcic, M., De Carlo, M., Haasdijk, E., and Eiben, A. E. (2016). Improving RL Power
for On-Line Evolution of Gaits in Modular Robots. In 2016 IEEE Symposium Series on
Computational Intelligence, SSCI 2016 (pp. 1-8). [7850166] Institute of Electrical and
Electronics Engineers, Inc.. DOI: 10.1109/SSCI.2016.7850166
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This thesis addresses the problem of on-line gait learning in modular robots

whose shape is not known in advance. The best algorithm for this problem

known to us is a reinforcement learning method, called RL PoWER. In this

study we revisit the original RL PoWER algorithm and observe that in essence

it is a specific evolutionary algorithm. Based on this insight we propose two

modifications of the main search operators and compare the quality of the

evolved gaits when either or both of these modified operators are employed. The

results show that using 2-parent crossover as well as mutation with self-adaptive

step-sizes can significantly improve the performance of the original algorithm.

4.1 Introduction

The work reported in this thesis is part of a larger research programme towards

the Evolution of Things as outlined in [31; 36; 37]. In particular, we are

developing and investigating robotic systems where robot morphologies and

controllers can evolve in real-time and real-space. A theoretical model of such

systems, called the Triangle of Life, has been introduced in [35] distinguishing

three principal stages: Morphogenesis, Infancy, and Mature Life as illustrated

in Figure 1.1.

There are many possible implementations of the general Triangle of Life

(ToL) framework, distinguishable by different morphologies and controller ar-

chitectures, but in all of these newborn robots are random combinations of

the bodies and minds of their parents. This raises a problem: new robots are

born with new bodies that can and will be different from the bodies of the

parents. This implies that every newborn robot must acquire a new controller

that matches the new body quickly after birth.1

In this thesis we focus on a specific case of this problem, that of gait learning

in modular robots whose shape is not known in advance. The general question

we address is: How can a modular robot learn a good gait quickly? Technically

speaking, we are interested in a general gait learning algorithm that works for

1Even if the parents had well matching bodies and minds, there is no general guarantee
that recombination and mutation will keep the good match. See also [17]
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any given robot within the space of all possible morphologies constructible with

the modules we use. Our algorithm of choice is the RL PoWER algorithm as

proposed by Kober and Peters [67] and employed for gait learning in Roombots

in our previous work [113].

In particular, we pursue two research objectives:

− To see whether RL PoWER also works for modular robots based on

RoboGen [4], instead of Roombots.

− To increase the performance of RL PoWER by altering the main search

operators used therein.

The basis for the second objective is (re)describing RL PoWER as an

evolutionary algorithm (EA) with a specific mutation and crossover operator.

Considering RL PoWER from an EA perspective provides hints for possible

improvements by using a different crossover, a different mutation, or both.

Therefore, we implement three new versions of RL PoWER and assess the

performance of these on a test suite of 12 robots in simulation. The results

confirm that RL PoWER works in this new type of robots and we observe that

the new search operators improve its performance.

4.2 Robot Description

The robots we use here are based on the RoboGen system specifically designed

for evolutionary robotics studies [4]. The main advantage of this system is that

any given robot can be easily constructed in the real world through assembling

3D-printed and prefabricated modules (e.g., servos, logic boards, batteries).

We altered the original RoboGen design by making the ‘head’ module bigger

and using Raspberry Pi 2 boards, instead of Arduinos for increased computing

power.

Further to changing the morphologies, we also changed the controllers and

employ a set of cyclic splines that define an open-loop gait. Each controller,

called policy in the sequel, consists of one spline for each active joint (servo).

Thus, in total we have as many splines as there are servos, where each spline
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specifies the angular positions of a servo over a certain amount of time. Formally,

a cyclic spline is a mathematical function that is defined using a set of n control

points. Each control point is defined by (ti, αi) where ti represents time and αi

the corresponding value. ti ∈ [0, 1] is defined as

ti =
i

n− 1
, ∀i = 0, . . . , (n− 1) (4.1)

and αi ∈ [0, 1] is freely defined. An additional control point (tn, αn) is defined

to enforce that the last value is equal to the first, i.e. α0 = αn and so enable

cyclic splines. These control points are then used to interpolate a cubic spline

with periodic boundary conditions using GSL [41] dedicated C functions. Using

GSL it is possible to query a spline for a different number of points than it was

defined with. This use of sets of cyclic spline functions as the representation

was taken from [100]. The task of the learning algorithm is then to optimise

the parameters of a set of splines so that performance –distance travelled by

the given robot in our case– is maximised.

4.3 Gait Learning Algorithm

RL PoWER has been introduced for optimising parameters of cyclic splines

based on an Expectation-Maximization approach. The algorithm creates the

initial policy with one spline per servo, each having 2 control points. These

control points are initialised at 0.5 and then perturbed using Gaussian noise

N(0, σ). The algorithm then enters an evaluation–adaptation loop to refine the

policy, until the stopping condition is reached.

Evaluation of a policy is carried out by using it to control the robot and

measuring the distance travelled over a given period of time. The reward

awarded to a policy is calculated as:

R =

⎛
⎝100

√
Δ2

x +Δ2
y

Δt

⎞
⎠

6

(4.2)
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where Δx and Δy is the displacement over the x and y axes measured in meters

and Δt the evaluation time.

Adaptation consists of three components: spline size increase, exploitation

and exploration. The spline is gradually refined by incrementing the number

of control points periodically as proposed in [100] In the exploitation step,

the current parameters are adapted based on the values of the k best policies

encountered so far. These k best policies P1, . . . , Pk are kept in a ranked list

that is updated after each evaluation and they are used to create a new policy

P by

P = w1 · P1 + · · ·+ wk · Pk (4.3)

The used weights are reward proportional, defined as

wi =
Ri

ε+
∑k

j=1 Rj

, (4.4)

where Ri is the reward of Pi and ε is a parameter to avoid division by 0, set to

10−10.

In the exploration phase policies are adapted by applying Gaussian pertur-

bation to every control point in the policy resulting from exploitation. Over

the course of the run the variance σ2 is diminished which decreases exploration

and increases exploitation.

The operating parameters for RL PoWER, such as the variance and its decay

factor, as well as the reward function, were taken from [100]. The values were:

0.008 for the variance and 0.98 for the variance decay, k is set to 10 as it was

used in previous research[113]. The splines are initialised with 2 control points

and are allowed to grow to a maximum of 100 control points over the course of

a run, in this case the spline is grown every 10 evaluations (round( 1000
100−2 = 10).

ε is a parameter to avoid division by 0.

RL PoWER can be viewed as evolutionary algorithm with policies as indi-

viduals, fitness defined as the corresponding reward, population size k, an elitist

(k+1) selection strategy, a k-parent crossover, and Gaussian mutation [32]. This

evolutionary perspective provides hints for possible improvements of the algo-
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rithm by altering the crossover and mutation operators. Multi-parent crossovers

are known to lead to fast convergence to local optima [33], suggesting that

using two parents instead of ten may increase overall performance. Obviously,

if not all ten population members are involved in crossover, then we need a

parent selection mechanism as well. To this end, we use binary tournament

selection that is a common and often good choice for selecting parents [27].

Thus, to select the two parents we execute two independent 2-tournaments. In

each tournament two individuals are chosen with uniform distribution from the

population of 10 and the best of these two becomes a parent.

Regarding mutation, using self-adaptive step-sizes (σs) is a promising option

that is known to work well for numerical optimization problems. The simplest

version of this method uses one step size globaly. This σ is mutated each time

step before using it to create a new individual by multiplying it by a term expΓ

where Γ is random variable from normal distribution;

σ′ = σ · expτ ·N(0,1) (4.5)

The constant τ is external parameter that is set by user and we set it to 0.2

in our experiments to have fine-grained adaptation.

Based on these modifications we obtain four gait learning algorithms:

− Algorithm A: the original RL PoWER

− Algorithm B: RL PoWER with 2-parent crossover

− Algorithm C: RL PoWER with self-adaptive σ

− Algorithm D: the combination of B and C.

4.4 Experiments

To evaluate the gain learning algorithms quickly, all experiments were done in

simulation. To this end we used Revolve, the Robot Evolve toolkit developed

at our department. Revolve is a set of Python and C++ libraries created to
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aid in setting up simulation experiments involving robots with evolvable bodies

and/or minds. It builds on top of the Gazebo simulator, complementing this

simulator with a set of tools that aim to provide a convenient way to set up

such experiments. Revolve’s source code with RL PoWER implementation can

be found at https://www.github.com/milanjelisavcic/revolve.

Table 4.1 shows the 12 robot shapes used for our experiments divided by

shape and size. Three of the shapes are named after animals they resemble,

spider, gecko, and snake, and each comes in three different sizes. This yields

9 different robots, all symmetrical. They have interlocked joints by 90◦ which

gives them one more degree of freedom on every increase in size. Because of the

nature of RL PoWER algorithm where an independent spline is generated for

each joint there is no direct interactions or constraints among them. All joint

behaviors evolve independently and only the final outcome of their combined

movement in form of a speed the body induces indirectly influences evolution

of a next policy. Distinguishing robots by size enables us to investigate whether

increasing the robot size, hence the freedom, increases the speed of the evolved

gaits.

In addition, we have three asymmetrical shapes that are obtained by making

a crossover between the symmetrical shapes. The rationale for this lies in

the general motivational scenario explained in the Introduction, a population

of self-reproducing robots, where crossover between different morphologies is

possible. BabyA is formed from gecko7 and spider9, babyB is formed from

snake7 and spider13, and babyC was formed from snake9 and gecko17. These

forms were also introduced to test how does this algorithm behave on asymmet-

rical morphologies and to check weather asymmetry could be seen as a defect

considering gait learning problem.

The implementation of RL PoWER is a C++ plugin that is loaded in the

Gazebo environment. Once loaded, the plugin controls the behaviour of a

given robot. It is important to note that controller evolution is done in on-line

manner, which means that every new evaluation starts from a position of joints

where previous evaluation finished. This enables us to test our methods in real

hardware, where resetting everything to a starting position for each evaluation
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spider9 spider13 spider17

gecko7 gecko12 gecko17

babyA babyB babyC

Figure 4.1: Images of the used morphologies. The top three
rows exhibit the basic shapes named spider, gecko, and
snake in three sizes. The bottom row shows the three ’baby’
morphologies created through recombining basic shapes.

is not practicable.

We run each gait learning algorithm on each shape ten times independently

with a new random seed. In every run we record the best fitness values after

every evaluation up to 1000 evaluations which is a stop condition for every

experiment. Best fitnesses after every evaluation were averaged throughout ten

trials and results are presented in Section 4.5.

4.5 Results

The performance of the algorithms is exhibited in Figure 4.2 for the spider-like,

gecko-like, snake-like and three asymmetrical shapes respectively. Each column

in the figure contains four plots for every version of the tested algorithm. Each

plot contains three curves that shows the performance for same shape in different

sizes. Comparing plots for Algorithm A and B shows difference in performance;

with a slightly faster convergence in Algorithm A. This shows that adding modifi-

cations to the crossover operator indeed decreases the convergence speed, but also

leads to a better solution.
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Alg. B Alg. C Alg. D

spider 9 13 8 14

spider 13 22 10 40

spider 17 76 89 1.46

gecko 7 7 23 16

gecko 12 18 2 21

gecko 17 55 34 1.13

snake 5 22 42 59

snake 7 9 8 24

snake 9 36 58 71

babyA 21 14 30

babyB 26 39 27

babyC 0 2 36

Avg. 25.41 27.41 49.75

Table 4.1: Improvement of mean best fit-
ness values in percentages compared to
the standard RL PoWER implementation
(Alg. A), based on the data in Table 4.3

Comparing plots for Algorithm A

and C shows improvements in reach-

ing better solution, but in a longer

time period. Comparing plots for Al-

gorithm A, C and D shows that com-

bining the modified crossover opera-

tor to the self-adaptive sigma does

provide an added value. Results indi-

cate that modified crossover operator

does improve performance, as well as

adding self-adaptive sigma, but the re-

sults improve the best using the com-

bination of these modifications.

For a closer analysis, Table 4.3

shows the mean best fitness after 1000

evaluations for each algorithm. The

best performance for each morphology

are highlighted in grey. Algorithms C

and D (the variants with self-adaptive

σ) yield the best performance, but the variance of the performances is substan-

tial. Table 4.1 highlights the effects of the modifications in algorithms B,C, and

D as the change in performance vis a vis unmodified RL PoWER (algorithm

A).

To determine whether the differences in performance between the algorithms

are statistically significant, we used the Kruskal-Wallis test (p = 3.51× 10−10),

followed by Dunn’s test to determine which algorithms differ. The results of

these tests are summarised in Table 4.6.

The first row of Table 4.6 shows that the new algorithm variants B, C,

and D significantly outperform the original one. Comparing B and C we see

no significant difference. That is, no difference considering the end results.

However, the plots in Figure 4.2 show that B learns quicker. Looking at the
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Algorithm A Algorithm B Algorithm C Algorithm D
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Figure 4.2: Mean best fitnesses over time. Each plot shows
the mean best fitness for three sizes of a shape (one shape
per row, as indicated in the first column) one of the algo-
rithms (one algorithm per column, as indicated in the first
row).

last column we can observe that D significantly differs from A, B, and C. In

particular, the superior performance displayed in Table 4.3 is not a random

effect. This means that the combination of the two-parent crossover and the

self-adaptive mutation step-sizes yield a significant boost in performance.

To gain additional insights in the behaviour of the system we investigated

the development of genetic diversity over time. To this end, we divided the

total duration of a run into epochs. An epoch is a period where the number

of control points is not changing. Since RL PoWER adds one control point

after every 100 evaluations (per spline), we have 10 epochs e1, . . . , e10, where e1

runs from evaluation 1 to 99, e2 runs from evaluation 100 to 199, etc., until e10
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Algorithm A Algorithm B Algorithm C Algorithm D

Mean St.Dev. Mean St.Dev. Mean St.Dev. Mean St.Dev.

spider 9 3.35 0.72 3.80 0.41 3.62 0.85 3.81 0.69
spider 13 2.86 0.59 3.50 0.54 3.15 0.84 3.99 0.59
spider 17 1.38 0.64 2.43 0.65 2.61 0.96 3.39 0.70
gecko 7 3.61 0.76 3.86 0.74 4.44 0.26 4.18 0.61
gecko 12 3.68 0.95 4.35 1.04 3.76 1.04 4.44 0.87
gecko 17 1.64 0.61 2.54 0.33 2.20 0.66 3.49 1.33
snake 5 2.62 1.23 3.20 1.08 3.73 0.95 4.17 0.90
snake 7 4.65 1.57 5.07 1.20 5.03 1.61 5.75 0.97
snake 9 3.50 1.90 4.75 1.96 5.52 1.88 6.00 1.06
babyA 3.51 1.07 4.24 0.49 4.01 0.73 4.56 0.40
babyB 2.97 1.14 3.75 0.84 4.13 0.67 3.77 1.01
babyC 2.29 0.91 2.29 0.72 2.34 1.13 3.11 0.57

Table 4.3: Mean best fitness values (in cm s−1) and standard
deviations for the four algorithms. Results are averaged
over 10 replicate runs per robot. ‘Spider 9’ indicates the
spider-shaped robot of 9 components, ‘Spider 13’ the same
of 13 components, and so on, as shown in Figure 4.2. The
best result for each shape is highlighted in grey.

running from evaluation 900 through 999.

We define the genetic diversity for a given control point as the standard

deviation of all values for that control point in the given population of ten

policies. Formally, for each point in time t, we have nt control points c1, . . . , cnt .

The value of ci in a given policy pj (j = 1, . . . , 10) is then cpi,j(t). Thus, the

standard deviation for ci is σci(t):

σci(t) =

√∑10
j=1 (cpi,j(t)− μi(t))2

10
(4.6)

where μi(t) is mean value of cpi,j(t) for j.

μi(t) =
1

10
·

10∑
j=1

cpi,j(t) (4.7)
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Alg. A Alg. B Alg. C Alg. D

spider 9 288.7 446.2 594.8 659.3
spider 13 370.6 333.6 381.8 523.5
spider 17 145.2 424.3 606.7 686.8
gecko 7 520.6 326.6 643.9 549.6
gecko 12 431.2 529.7 589.4 608.4
gecko 17 163.4 425.6 484.7 496.6
snake 5 404.3 495.6 414.7 691.5
snake 7 365.2 426.3 581.9 484.0
snake 9 262.9 361.6 686.6 618.0
babyA 285.9 592.3 710.3 594.7
babyB 278.3 560.7 576.6 494.4
babyC 228.5 402.4 665.1 610.0

Avg. 312.06 443.74 578.04 584.73

Table 4.5: Average number of evaluations when maximum
speed is reached.

For a moment t we then calculate averaged value Mt for σc:

Mt =
1

nt
·

nt∑
c=1

σci (4.8)

Figure 4.3 exhibits the mean value M further averaged over all experimental

runs. The graphs show that using self-adaptive mutation step-sizes can keep

higher levels of diversity. This is a good feature in dynamically changing

environments as it increases the chances of exploring novel regions of the search

space.

4.6 Discussion

Enabling robots with different morphologies to acquire a good gait quickly after

birth is essential for the evolution of robot morphologies in real time and real

space. In this study we examined different versions of the RL PoWER algorithm
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Alg. A Alg. B Alg. C Alg. D

Alg. A 2.01× 10−3 3.56× 10−4 4.82× 10−11

Alg. B 1.0 2.53× 10−3

Alg. C 1.15× 10−2

Alg. D

Table 4.6: P values from Dunn’s test comparing performance
from all runs of each algorithm. Algorithms C and D are
significantly better than A and B.

for this purpose.

Our results showed a difference between employing the RL PoWER algorithm

in its original form and using it with modified mutation and crossover operators.

The original RL PoWER is fast to learn, but also that it converges very quickly

to suboptimal solutions. Reducing the number of parents in the crossover from

ten to two improves performance and so does the usage of self-adaptive mutation

step-sizes. The overall ‘winner’ regarding the final solution quality is algorithm

D that combines both extensions.

It is interesting to note that for most shapes, smaller bodies tend to move

faster. The snake morphology, however does move faster with larger shapes.

A possible explanation may be that the larger number of actuators in larger

bodies increases the amount of interference between moving limbs. For the

snake morphology this may be less problematic because all the actuators are

aligned (i.e., they move in the same plane). Whether this explanation holds

remains to be investigated in future studies.

Future work will be devoted to spline-based controllers capable of handling

sensory feedback. With this extension we will be able to handle more complex

problems, such as obstacle avoidance and phototaxis.
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Algorithm A Algorithm B Algorithm C Algorithm D
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Figure 4.3: The distribution of a genetical diversity over
time. Each plot shows the mean best fitness for three sizes
of a shape (one shape per row, as indicated in the first
column) one of the algorithms (one algorithm per column,
as indicated in the first row).
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1 initialisation;
2 policy ← initialisation;
3 evaluate(policy);
4 while evaluation < total evaluations do

/* Update the ranking of k best policies */

5 ranking.insert(policy);
6 if ranking.size > k then
7 ranking.remove worst();

/* Spline size increase */

8 if evaluation mod increase delta = 0 then
9 spline size ← spline size + 1;

10 reinterpolate all(ranking);
11 reinterpolate(policy);

/* Exploitation */

12 rewards ← 0;
13 weighted total ← 0;
14 for p in ranking do
15 rewards ← rewards + p.reward;
16 weighted parameters ← p.reward * (policy.parameters -

p.parameters);
17 weighted total ← weighted total + weighted parameters;

18 next policy.parameters ← policy.parameters + weighted total /
(rewards + ε);
/* Exploration */

19 next policy.parameters ← next policy.parameters +
normrnd(0,sqrt(variance));

20 policy ← next policy;
21 variance ← variance * variance decay;
22 evaluate(policy);

Algorithm 1: RL PoWER
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5
A Proof of Concept

Chapter 5 was published as:

Jelisavcic, M., De Carlo, M., Hupkes, E., Eustratiadis, P., Orlowski, J., Haasdijk, E.,
Auerbach J., and Eiben, A. E. (2017). Real-World Evolution of Robot Morphologies: A
Proof of Concept. Artificial Life, 23(2), 206-235.
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Chapter 5. A Proof of Concept

Evolutionary robotics using real hardware has been almost exclusively re-

stricted to evolving robot controllers, but the technology for evolvable morpholo-

gies is advancing quickly. In this thesis we discuss a proof of concept study to

demonstrate real robots that can reproduce. Following a general system plan we

implement a robotic habitat that contains all system components in the simplest

possible form. We create an initial population of two robots and run a complete

life cycle resulting in a new robot, parented by the first two. Even though the

individual steps are simplified to the maximum, the whole system validates the

underlying concepts and provides a generic work-flow for the creation of more

complex incarnations. This hands-on experience provides insights and helps us

elaborate on interesting research directions for future development.

5.1 Introduction

The work described in this thesis forms a stepping stone towards the grand vision

of the Evolution of Things as outlined in [37]. The essence of this vision is to

construct, study, and utilise artificial evolutionary systems in physical substrates,

i.e., in the real world, not in digital worlds in computer simulations. There are

various possible avenues towards this goal including chemical, biological, and

robotic approaches [36]. This study falls in the latter category; the long term

goal is to build robots that can evolve in real hardware [31].

The motivational scenario is that of a physical habitat where a group of

robots operates: evolves, learns, and ‘works’ [34]. The underlying system

architecture is based on a model of the robotic life cycle as outlined in [35].

This model describes a cycle not from birth to death, but from conception

(being conceived) to conception (conceiving an offspring). The cycle consists

of three main stages: morphogenesis, infancy, and mature life. Our system

does not contain a centralized evolution manager to monitor the fitness of

population members and to perform selection. This feature sets it apart from

other studies on evolving morphologies of real robots. Work in this line of

research was pioneered by Lipson and Pollack [78], and more recently followed

by the RoboGen system of Auerbach et al. [4] who ran evolution in simulation
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and constructed the end result of a given evolutionary experiment: one robot,

in real hardware. Broadback et al. also used a genetic algorithm to evolve robot

designs, but in contrast to [78] and [4] all fitness evaluations were performed in

hardware, one at a time. When evaluating a new genotype, the corresponding

robot phenotype was constructed and tested, and the measured fitness value

was passed back to the GA running on a desktop computer [11]. Our system

model differentiates itself in the following ways:

− The robots (population members) exist and operate concurrently in the

same real world habitat.

− There is no centrally orchestrated selection-reproduction cycle, ‘birth’

events and ‘death’ events can take place independently.

− Robots are evaluated continuously, mate selection is performed by the

robots themselves (two robots can agree to parent a child if they pass

each others selection threshold), survivor selection is performed by the

environment (robots can break or run out of energy, thus becoming subject

for removal and recycling).

Furthermore, we consider robots that have sensors (those in [78] and [11] do

not) and can learn (those in [4] cannot, all of their properties are inheritable /

evolvable).

The main contributions of this thesis are the following. First, we describe and

discuss a system architecture for physically evolving robot populations, based

on the previously published Triangle of Life model [35]. We position our system

with respect to existing work and elaborate on options for implementation.

Second, we describe a proof of concept implementation to demonstrate how the

three stages of the generic model can be realized, be it in a simplified form, and

connected into one life cycle. To be specific, we start with a couple of robot

genotypes and 1) construct the physical robots (the phenotypes) specified by

these genotypes, 2) have these robots undergo a basic gait learning process

and become adults, 3) let the adult robots mate, thus creating a new robot

genotype, and 4) construct the robot specified by this genotype. This last step
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closes the loop and extends the robot population with a child. Third, we review

the lessons learned from this project and identify important issues for further

research and development.

5.2 Robot Evolution in Real-Time and Real-Space

Robot evolution in real-time and real-space requires an appropriate system

architecture. To distinguish different options and to position our system let

us consider three attributes and a couple of specific schemes to illustrate the

matter.

Physical vs. virtual evaluations. The majority of evolutionary robotics fol-

lows Scheme A shown in Figure 5.1 where the complete evolutionary

process takes place in simulation. A handful of systems are based on

Scheme B where some (usually not all) fitness evaluations are performed

on real hardware.

On-line vs. offline evolution. 1 Evolutionary robotics mostly employs evo-

lution in an offline fashion, i.e., robots are evolved in the design stage and

do not evolve further after deployment. The alternative is online evolution,

a.k.a. embodied evolution [111], where robots undergo evolution during

their operational period, see Scheme C and Scheme D in Figure 5.1.

Morphology vs. controller evolution. Most thesiss in ER address the evo-

lution of good controllers for given robot morphologies. Alternatively,

the morphologies of the robots can be evolvable as well. In this case,

morphologies and controllers evolve together.

In terms of these three attributes we can identify our system of interest as an

online evolutionary system working with real robots for evolving morphologies.

Although it can be argued that these attributes are not fully independent,

1In general, we can distinguish the design stage and the operational stage of robots,
separated by the moment of deployment. See Chapter 17 in [32] and [31] for a further
discussion.
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(a) Scheme A is fully simulation based;
a conventional centralized EA calls
a simulator for every fitness evalua-
tion.

(b) Scheme B relies on a conventional
centralized EA that performs (some
of) the fitness evaluations on real
hardware.

(c) Scheme C: embodied evolution
of controllers in fixed robot bodies.
There is no centralized evolution
manager, selection and reproduction
are regulated by the robots and their
interactions indicated by the arrows.

(d) Scheme D: Embodied evolution of
controllers and bodies. There is no
centralized evolution manager, selec-
tion and reproduction are regulated
by the robots and their interactions.

Figure 5.1: Illustration of various system architectures for
robot evolution.
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Figure 5.2: Positioning robot evolution systems. The place
of the usual ER approach is shown by the black dot (no.
1): evolving robot controllers offline in simulation. The
orange dot (no. 2) designates the works of Lipson [78] and
Auerbach [4] because they employ offline evolution of robot
morphologies in simulation. The embodied evolution system
of Watson et al. [111] works with real robots to evolve good
controllers online, hence it belongs to the green dot (no.
3). The work of Brodbeck et al. [11], where morphologies
are evolved by a centralized offline EA using real world
fitness evaluations can be positioned at the blue dot (no.
4). Finally, the system we are after sits at the red dot (no.
5): robot morphologies (and the corresponding controllers)
are evolved in an online fashion in real hardware.

it is helpful to visualize them as dimensions resulting in a cube as shown in

Figure 5.2. In this cube our envisioned system sits in the upper-right-rear corner

opposite the huge majority of existing work in evolutionary robotics in the

lower-left-front corner. The specific details are discussed in the next subsection.

5.2.1 System Design

A general architecture for evolving robots in real-time and real-space has been

provided by the conceptual framework named the Triangle of Life [35]. This

framework describes a life cycle that does not run from birth to death, but from

conception (being conceived) to conception (conceiving one or more children)

and it is repeated over and over again, thus creating consecutive generations of
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robots. The result is a population of robots that evolves and thus adapts to

the given environment. In the following we elaborate on this basic triangle and

extend it with more details for a tangible implementation.

It is important to note that evolutionary robots in the future could self-

reproduce autonomously without humans-in-the-loop. Therefore, we argue that

distributed reproduction mechanisms (e.g., self-assembly or robotic equivalents

of eggs and pregnancy) should be avoided and a safe system should have a

central ‘kill switch’ to stop reproduction if necessary. To this end we choose

to use a unique system component for the construction of new robots, cf. the

Production Centre described below.

The Triangle of Life consists of three stages, Morphogenesis, Infancy, and

Mature Life as illustrated in Figure 1.1. A specific implementation consists of

three components: the Production Centre, the Training Centre, and the Arena

that represents the world where the robots operate. The Production Centre

constructs robot phenotypes as specified by the given genotypes. New robots

start as ‘infants’ in the Training Centre. Here they learn to control their own

body (which may be different from the bodies of their parents) and to perform

basic tasks under supervision—monitored by a camera + computer system

and/or a human user. If a robot acquires the required set of skills it is declared

an adult and enters the Arena where it must survive, reproduce, and perform

user-defined tasks; otherwise it is removed and recycled. The Training Centre

increases the chances of success in the Arena and plays an important evolutionary

role: it prevents reproduction of poorly performing robots. Lifetime learning

continues in the Arena, but now without centralised supervision, autonomously.

Reproduction is driven by a mate selection mechanism (innate to the robots or

executed by the human breeder) to identify two or more robots for parenting a

child. The parents transmit their own genomes to the Production Centre where

the genomes undergo crossover and mutation and the resulting new genome is

used to construct a child robot.

Based on this generic design, we can now specify the ingredients of our

online evolutionary system working with real robots for evolving morphologies

as follows.
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1. A robot design and a genetic code that can specify such robots.

2. A construction procedure that starts with a genotype (code for a certain

robot) and ends with a phenotype, a physical robot designated by the

given genotype. This implements morphogenesis in the Production Centre.

3. A learning method for infant robots to learn to use their own body

adequately. This belongs to the infancy stage in the Training Centre.

4. A reproduction mechanism that regulates mate selection and recombina-

tion of the parental genomes. This is the minimum to implement mature

life in the Arena.

Obviously, the specific robot design and the construction procedure are

closely related. A straightforward idea is to use rapid prototyping (3D-printing)

in the Production Centre. The technology of 3D-printers that can produce a fully

functional robot is developing quickly, but it is still in an early stage [114; 82].

To mitigate this problem we have chosen the robot design featured in RoboGen,

which combines 3D-printed components with prefabricated modules (e.g., CPUs,

servos, batteries), and obtains the targeted robot by hand-assembling the parts

according to the specification in the genome. This will be described in the next

section.

We strive for simplicity in other components as well for the purpose of the

proof-of-concept. For instance, all we require in the Training Centre is to learn a

good gait for the given body and we do not implement a task to be performed in

the Arena. From this perspective, our system will be natural: the sole purpose

of the robots is survival and reproduction. As shown in [10] such systems can

exhibit very interesting evolutionary dynamics, even if only the controllers are

evolvable. The relevant details for our system will be explained in Section 5.4.
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5.3 Design Decisions and Exploratory Experi-

ments

This section sets out the major design decisions that provide the basis for the

implementation as presented in section 5.4. To validate the choice of physical

substrate (outlined in section 5.3.1), we performed exploratory experiments

that consider the evolution of morphologies in an online setting. Secondly, we

performed a set of experiments as a basis for selecting a suitable method for

online learning of robot gaits in arbitrary morphologies.

Experimentation with real hardware consumes a lot of time and resources;

therefore, we rely on simulation to test our ideas and inform our design decisions.

These exploratory experiments rely on the Revolve simulator that was developed

specifically for the simulation of collectives of modular robots comprised of

RoboGen [4] modules. Revolve is based on the Gazebo simulator and implements

a set of extensions tools that aim to provide a convenient way to set up this

kind of experiments. Source code for the revolve simulator can be found at

https://www.github.com/ElteHupkes/revolve.

5.3.1 Robot Design

The design of robots and their genetic representation is based on RoboGen [4].

The robots are constructed from basic 3D-printed modules, and each robot’s

genotype describes its layout. The genotype is comprised of a tree structure,

with the root node representing a core module from which further components

branch out. Robot bodies consist of three types of component: fixed bricks, a core

component, and active hinges. These components are depicted in Figure 5.3. The

original RoboGen framework includes more components, but these are omitted

from the present study. The core component houses the robot’s Raspberry Pi

micro-controller 2, and the active hinges contain servo motors (see section 5.4

for more details). For complete details of this specification and example listings,

refer to Appendix 5.6.

2https://www.raspberrypi.org/

71



Chapter 5. A Proof of Concept

(a) Fixed brick (b) Core component (c) Active hinge

Figure 5.3: The 3D-printable robot components.

(a) ‘Spider’ (b) ‘Gecko’

Figure 5.4: Schematic diagram of two robot morphologies
with core component (labelled E0), active hinges (Ix), and
fixed bricks (Fx). Full listings of the respective genomes
are provided in Appendix 5.6 (listings 5.1 and 5.2).

For easy identification of the heredity of each robot’s morphology, the

standard RoboGen specification was extended to include a colour for each

component. This allows the morphological traits that a robot inherits to be

easily attributed to either parent by matching colours.

Figure 5.4 shows a schematic representation of two manually designed robot

morphologies in this scheme.
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5.3.2 On-line Evolution of Morphology

To validate the choice of RoboGen as physical substrate and genetic representa-

tion for online evolution of robot morphology, we conducted experiments where

a population of simulated robots coexist in a featureless arena and are centrally

evaluated and selected.

Parent and survivor selection is performed on the basis of the robots’ loco-

motive performance, calculated as

f = v + 5 · s, (5.1)

with v the length of the path the robot has travelled over the last 12 seconds

and s is the length of a straight line from the beginning to the end of that path.

This value is continuously updated. Robots can only be selected when they are

‘mature’, i.e., after running for at least 15 seconds.

The population is seeded with 15 randomly generated robots that are

spread throughout the environment. The population is culled every 30 seconds

by removing any robots that have a fitness less than a fraction 0.7 of the

mature population mean, but a minimum of 8 robots is maintained to ensure

variation and prevent extinction. If the population reaches 30 individuals and no

individuals match the culling criterion, the 70% least fit robots in the population

are removed to prevent convergence.

New individuals are inserted at a fixed rate of one every 15 seconds. Two

parents are selected using using 4-tournament selection, and their offspring

is generated using RoboGen’s recombination and variation operators. The

offspring is then placed at a random position within a circle of radius 2m around

the origin.

The robots run artificial neural network controllers that evolve in conjunction

with their morphologies. RoboGen prescribes robot controllers that are based on

fully connected, recurrent artificial neural networks, and these are represented

in the genome.

This is obviously not an accurate representation of the Triangle of Life as

selection occurs centrally, and local selection schemes will lead to different levels
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Parameter Description

Environment Infinite flat plane
Evaluation Fitness measured simultaneously and continually

for all robots presenti.
Population size Variable between 8 and 30 (see Death criterion).
Selection scheme A new robot is born every 15 seconds.
Parent selection 4-tournament selection.
Death criterion At fixed time intervalsii.
Birth location Random position within a circle of radius 2m around

the origin.
Stopping criterion After 100 births.

i
Fitness is measured over a 12 second sliding time window by Eq. 5.1. ii At fixed time inter-

vals, all robots that have a fitness less than a fraction 0.7 of the matureii population mean are
killed. A minimum of 8 robots is maintained to ensure variation and prevent extinction.

Table 5.1: Revolve online settings

of selection pressure. However, it does allow us to gauge the suitability of the

selected substrate in an online setting.

Figure 5.5 shows the development of fitness over time. The experiments

were terminated after the birth of 100 individuals, which is a reasonable number

of individuals to consider also in real-world experiments. It is clear that the

robots rapidly improve their locomotion capabilities, showing that the substrate,

genetic encoding, and variation operators are suitable for online evolution and

can yield interesting results in a limited number of evaluations.

5.3.3 On-line Learning

Learning is an important aspect of the Triangle of Life conceptual model. In the

Triangle of Life, evolution is not ‘just’ an optimizer of some robot features, but

a force of continuous and pervasive adaptation. New individuals are likely to

be morphologically different from their parents, and therefore any recombined

controllers that they inherit may not suit their bodies as a matter of course.

Therefore, every newly created robot needs to learn to control its own body,

necessitating online individual learning capabilities.

Earlier work identified RL PoWER [67] as a reliable and efficient algorithm
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Figure 5.5: Fitness progression of 30 replicate runs, with the
number of birth events as time scale. The y-axis shows the
fitness as defined by Equation 5.1. Each point represents
a median value of an entire population within a ’birth’
time-frame. The blue curve shows the median trend for 30
replicate runs.

for gait learning in arbitrary morphologies with modular robots consisting of

homogeneous modules [113]. We verified these findings for the RoboGen-based

morphologies using the Revolve simulator. In these experiments, RL PoWER

was revisited and it was noted that it is in essence an evolutionary algorithm,

which subsequently was improved by adding 2-parent crossover with binary

tournament selection. This resulted in significantly better performance for a

similar convergence time [58]. A detailed description of the resulting learning

algorithm is given in Appendix 5.6.

Table 5.3 provides configuration settings for the algorithm as it was applied.

As an illustration of the findings reported in [58], Figure 5.7 shows the results

for gait learning in two robot shapes. The shapes considered in this excerpt

are those with the manually designed ‘spider’ and ‘gecko’ shapes shown in

Figure 5.4. Both shapes show an improvement from ∼ 1.0 m/s up to ∼ 3.5 m/s

after 100 evaluations of 30 seconds each. The results of the experiments with

RL PoWER indicate that it is an appropriate choice for online learning of gaits.
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Figure 5.6: The ‘Spider’ (left) and the ‘Gecko’ (right) as
rendered in Revolve.
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Figure 5.7: Development of locomotion speed for two robot
shapes over 10 replicate runs. The coloured dots denote
individual runs, the black curve indicates the average of
all 10 runs.

5.4 Implementation in Hardware

This section describes the real-world instantiation of the Triangle of Life concepts

based on the choices outlined in the previous section. As explained in 5.3.1,

for reasons of simplicity, we base our design on the well-established RoboGen

system [4] .

To express a genotype, i.e., to physically instantiate a robot, components

of the appropriate colours are printed and manually assembled with added

electronics as described in Section 5.4.1. The original RoboGen specification

provides for Arduino microcontroller boards to host the controller code and
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Figure 5.8: Raspberry Pi with hat board design on top and
battery mounted below.

operate the robots. We use the Raspberry Pi[95] instead as it offers greater

flexibility, allowing Python-based controller code. This substantially increases

the speed and ease of software development and debugging, and offers a wide

selection of libraries. The Raspberry Pi runs the robot controller as well as

further implementation logic (e.g., communication protocols).

The micro-controller is extended with a ‘hat’ extension board that was

created to save space inside the core module and ease robot assembly. It contains

two DC-to-DC converters (one for the Raspberry Pi, one for the servos) to adjust

the voltage given by the battery to voltage needed by the components, an inertial

measurement unit (IMU), power switch, I2C adapter (for the photosensors) and

pins that connect directly to General-Purpose Input/Output (GPIO) pins on

the micro-controller, used to control the servos and the light.

In order to accommodate the Raspberry Pi and hat assembly, we enlarged

the size of the core module. All the code used in this project, including the

design files for 3D printing the modules and the ‘hat’ design, is available at

https://github.com/ci-group/revolve/hw.

5.4.1 Morphogenesis

Morphogenesis is, for the current proof of concept, a manual process of robot

assembly where a robot’s genome is expressed. In the long-term vision, this

eventually is also an automated process, but the development of automated
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robot assembly is beyond the possibilities of the current proof of concept.

First, the modules of the body are 3D-printed on the Flashforge CreatorPro

printer using a Fused Deposition Modelling technique in which an element is built

by laying down a plastic filament, layer by layer. The printed components are

then assembled according to the layout specified in the genotype; active hinges

(Figure 5.3, right image) are equipped with servomotors and the connector

cables of those are threaded through the body to the core module. After fitting

the servo inside the hinge and connecting it to the robot, it is set into a neutral

position (0◦), the hinge is adjusted to form a straight joint, and then the position

is fixed with screws. Once activated, the servos’ angles are controlled by sending

pulse-width modulated signals to set them at a specific angle (in the range of

−45◦ to 45◦) and maintain that position.

The extension board and battery are connected to the micro-controller and

the assembly is inserted into the core module and connected to the servos’

connector cables. The core module is then covered with a fiducial symbol used

for tracking (see Section 5.4.2).

Finally, a copy of the controller code is copied to the robot and configured by

means of a JSON-like formatted configuration file. This file contains parameters

for gait learning (see Table 5.3), connection parameters for tracking and mating

servers, hardware configuration of the robot and additional information that

may vary from one robot to another, like its name or the ID of the tracking

symbol used.

The robot is then placed in the arena, and the learning process that represents

the infancy phase is activated. Figure 5.9 shows two assembled robot bodies

corresponding to the genomes depicted in Figure 5.4.

5.4.2 Infancy

The infancy phase of this proof-of-concept implementation consists of the robots

learning a gait that allows for efficient locomotion. What a suitable gait for a

particular body plan looks like is hard to determine a priori, and it is likely

that gaits that work well for a robot’s parent have to be substantially adapted
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Figure 5.9: The real robots: the ‘Spider’ (left) and the
‘Gecko’ (right).

for the child’s morphology. Therefore, we opted to implement non-Lamarckian

evolution: the learned gaits are not inheritable, and each individual has to

develop them from scratch.

Localisation To provide feedback for the learning process, an overhead cam-

era and attached localisation server track the robot’s position using ReacTIVi-

sion3. This software implements tracking of fiducial markers (Figure 5.10) that

are printed on the cover of each robot. The software captures output from

the camera, analyses it to find the markers’ positions on the screen and sends

the information about the ID and the position to a client application. In our

case, the client application is a fitness/localisation server that keeps track of

the robots’ trails and serves a fitness evaluation to the robots themselves in

order to let them evaluate their walking abilities. This server acts as a virtual

sensor that allows the robots to assess the performance of candidate gaits.

The localisation module in the robot communicates with the localisation

server through a predefined protocol:

Start tracking Start tracking the robot and set current fitness to 0.

Get current position Retrieve current position of robot in arena.

Get current fitness Retrieve displacement between the start of tracking and

3http://reactivision.sourceforge.net/
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Figure 5.10: ReacTIVision markers used for tracking of
the robots, representing IDs from 0 to 5 (left to right, top
to bottom).

current position and the sum of displacements between consecutive posi-

tions reported by ReacTIVision.

The tracking system uses a QuickCam Pro 9000 camera, mounted on a

aluminium scaffolding frame 2.5 meters above the arena, pointing straight

downwards. The camera is connected to a computer running the ReacTIVision

1.5 software and the tracking/fitness server.

Learning As explained in Section 5.3.3 the task of the robot’s learning

algorithm is to optimise the robot’s controller so that performance—in this case,

the distance covered by the robot—is maximised. Appendix 5.6 provides details

of the RL PoWER algorithm that the robots employ to achieve online learning

of locomotion. We implement RL PoWER to allow for online learning of gaits

for arbitrary morphologies: the robots are controlled through a set of splines

that define an open-loop gait as described in [113]. This use of sets of cyclic

spline functions was taken from [100] and detailed in Appendix 5.6. Since our

aspiration is to compare the results of gait learning of robots in real life to that

in simulation, we replicate exactly the RL PoWER implementation that was

tested in simulation.

The robot controller was implemented in C++ and Python and is comprised,

in addition to the splines-based ‘brain’, of two modules: one for localisation

(see section 5.4.2) and one for communication with other robots and the mating
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server (see 5.4.3). The robots were tested with 5 experimental runs each in

2m× 2m arena. After each run, battery was replaced with a recharged one, and

the robot ‘brain’ was reset.

Parameter Description

Environment Infinite flat plane
Type 2-parent selection with binary tournament
Evaluation Fitness measured at the end of each spline

evaluation periodi.
Initial spline-size 3
Maximum spline-size 20
Interpolated spline-size 100
Evaluation rate (seconds) 30
Population size 10
Variance 0.008
Variance decay 0.98
Maximum evaluations 1,000

i
Fitness is measured over a 30 second sliding time window. See Eq. 5.3 .

Table 5.3: RL PoWER online settings

Figure 5.11 shows the results from testing the learning algorithm on real

hardware. The real hardware results show a significant decrease in performance

when compared to the simulation. This can be attributed to several factors:

(1) servo motors were constantly breaking—on average 1.5 motors per run;

(2) the weight of a robot’s ‘head’ significantly influences the performed gait;

(3) robots were bounded in a small arena compared to an infinite plane in

simulation. However, there is an evident positive trend in performance, and

after 30 evaluations (that take 20 to 30 minutes) the robots have obtained gaits

that allow them to traverse the arena.
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Figure 5.11: Results from learning in hardware for the
‘Spider’, left and the ‘Gecko’, right.

5.4.3 Mature Life

Once robots reach the mating area, they are deemed fertile and can communicate

and exchange genomes with other robots to create offspring. At the beginning

of their life, robots are intentionally placed far from the mating area so that

only robots that achieve efficient locomotion capabilities can reach the fertile

state and generate new offspring.

The mating area is defined by two stationary red LEDs, situated in a corner

of the arena. When a robot’s photosensor detects red light above a certain

intensity threshold, the robot starts emitting and listening for mate request

messages. In our experiments, the threshold itself is not in any way adaptive or

evolved, but remains static throughout the whole mating process. This ensures

that the robots will eventually meet and reproduce in a reasonable amount of

time.

When the two robots are in the mating area and successfully exchange

mating requests they agree to mate. This implies that the robots do not actively

pursue or even perceive each other, an addition that will be possible when

future robots are equipped with cameras.

Selection and Reproduction The current implementation has only the

most basic selection mechanism: when a potential mate is available, a robot will

agree to produce offspring. With only two robots available, more sophisticated
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selection procedures would make no sense. However, when the set-up is extended

to be comprised of more individuals, selection schemes can be considered that

take any aspect, ranging from task performance to genetic suitability, into

account.

Recombination and mutation of genomes is implemented through the stan-

dard operators defined in RoboGen. As illustrated in Section 5.3.1, the mor-

phologies of the robots can be represented as trees, the nodes of which are

hardware components; with a shape, colour and potentially functionality (e.g

wheel rotation). Therefore, conveniently, the recombination and mutation oper-

ators that may be used are well-established in genetic programming practice [6].

More specifically, the recombination of parent genomes is implemented as

random sub-tree exchange; the parameters of these operations are defined in

the robot start-up configuration file. Since the tree genome representation is

non-linear, we may run into the problem of the tree becoming too large, and

this is the reason why experimenting and tweaking these random parameters is

essential. A common practice is to let them evolve, however we do not do this

in our implementation for simplicity.

Unlike the recombination operator, the mutation operator is applied directly

in the offspring, and replaces a randomly selected sub-tree with a randomly

generated tree of the same kind - according to the format RoboGen defines.

Once again, the random parameters may be tweaked, but it needs to be kept in

mind that mutations need to be minor and happen rarely; Banzhaf et al. suggest

a mutation rate of 0.05 or lower [6]. Refer to Appendix 5.6 for a more detailed

and implementation-specific illustration of our recombination and mutation

operators.

Mating protocol The mating protocol involves the robots and the mating

server. The communication between the robots happens in a distributed manner,

so selection is distributed and localised, while recombination and the subsequent

morphogenesis phase are centralised. This is analogous to a population living

and mating in an ecosystem, while their offspring are born in a central clinic.

When a mating sequence initiates, the robots start communicating over the
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1 this ← Robot:object(id, state);
2 this.state ← ready to mate;
3 available ← true;
4 while available do
5 broadcast(this.state);
6 messages ← receive messages();
7 if ready to mate in messages then
8 this.state = finding mate;
9 broadcast(this.id, potential mate id);

10 if this.id in messages then
11 this.state = mate found;
12 broadcast(this.id, this.state);
13 available = false;
14 send genome(mating server);

Algorithm 2: Communication protocol

wireless network. Their communication involves states—‘learning’, ‘evaluating’,

‘ready to mate’, and ‘initiate mating’—and every interaction they have may

affect or change the state of each robot. ‘Learning’ indicates the state of infancy,

in our case developing the ability to walk towards the light source. ‘Evaluating’

is the short-period state when the robot receives a fitness feedback from the

localisation server. During this process there is a constant evaluation loop that

determines whether the learning goal has been achieved, and essentially decides

whether the robot is ready to mate or not. When the robot approaches the red

light source close enough so that the photocell receives a light signal over the

threshold of 85% of the maximum measurable intensity, it initiates ‘ready to

mate’ state. If two robots initiate this same state and finish their handshake

communication successfully, they transition to ‘initiate mating’ state. The basic

communication algorithm follows the 3-way-handshake pattern and is described

in Algorithm 2.

The protocol starts when a robot declares its availability to mate by broad-

casting a message to the wireless network. The robot then listens to the same

network in order to discover messages sent by other robots of the same kind.

Once an suitable mate is identified, the robot transmits the mate’s ID. If each
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robot receives a message with its own ID in return the agreement is complete,

and both robots transmit their genomes to the mating server.

The mating server module listens on the wireless network and accepts TCP

packets with genomes and unique IDs of the robots. The logic of this work-flow

implies that the robots have autonomously come to an agreement, so the mating

server does not need to perform any further checks: the decision of finding

a good mating partner is made by the robots themselves without referral to

any central authority. Once a pair of genomes is complete, the mating server

recombines them, applies variation operators and produces the offspring genome,

ready for morphogenesis, completing the Triangle of Life.

5.4.4 The Life Cycle

We have integrated the components described in the foregoing to execute one

life cycle. To this end, we built a robot habitat where the Training Centre and

the Arena were not separated. That is, we use the same space for educating

the infants and to have the adults meet and mate. This habitat is a bounded

2.2m× 3.0m rectangle lined with a grey carpet. The boundaries are made of

wood to prevent the robots from escaping the area.

The cycle started with two genotypes shown in Listing 1 (Section5.3.1) and

Listing 2. These genotypes were used to carry out the morphogenesis process

that resulted in the blue and green robots shown in Figure 5.9. Printing and

assembling all components took approximately a day per robot. The speed

of the 3D-printer is a crucial factor here; in our case 3 hours were needed to

print one block. The initial population consisted of two robots, the Spider and

the Gecko, as shown in Figure 5.12 (left). The extended population shown in

Figure 5.12 (right) is explained further in text.

The Infancy stage focused on gait learning. Because controllers of newborn

robots are randomly initialised, their first task is to learn effective locomotive

behaviour. The robots are equipped with a photocell that allows them to detect

a light source placed at the edge of the arena. The robots can gauge the efficacy

of their controllers by monitoring the intensity of the light source. If the robots
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Figure 5.12: Overview of entire habitat and the initial
population consisting of the Spider and the Gecko (left)
and the extended population with the ‘parents’ and the
offspring in the habitat (right).

succeed in learning to locomote, they will reach the light source. Once they

are close enough (again indicated by light intensity), they are deemed fit and

mature enough to procreate and change their status from infant to adult.

Due to our simplified set-up the difference between the Arena for adult robots

and the Training Centre for infant learning is only conceptual. In fact, they are

the same physical space. Hence, adult robots need not move to another location,

they can start communicating to carry out mate selection. Here again, we had

to simplify the system and make the selection criterion void—after all there

was only one option for choosing a partner. Thus, the two would-be parents

passed each others test by default and decided to exchange genetic material.

The robots transmitted their genomes to a server that recombined the received

genomes and produced the code for a new individual. (Note that the server is

only a channel of communication, it does not constitute a central overseer of

the evolutionary process). The new genome is exhibited in Listing 5.3.

A new morphogenesis process started with this genome, component parts

were printed and assembled. The image on the left hand side of Figure 5.13

shows the result, the first ‘robot baby’ parented by two parent robots in a real

world (not simulated) environment.
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Figure 5.13: Schematic diagram of the newly assembled
‘robot baby’ (left) and close-up of the physical robot (right).

5.5 Discussion and possible extensions

The project we have described above is a proof of concept. At the cost of several

simplifications we have demonstrated the feasibility of physically evolving robots,

validated the suitability of an instantiation of the Triangle of Life, and obtained

insights into the related challenges.

It is important to note that we did not aim at creating an evolving robot

population, because it would require several consecutive generations with many

selection and reproduction cycles. Instead, we demonstrated one reproduction

cycle, which is the basic unit to be repeated for evolution. The amount of

hand-work was significant, but we argue that this does not invalidate the main

concept, it merely reflects the current level of technology and the resources

available to us at the moment.

In the following we discuss the work-flow for creating physically evolving

robot populations and elaborate on its elements based on the know-how we

have obtained through this project. The work-flow consists of the following

steps:

1. Define the make-up of the robots and a genetic code that can specify such

robots.

2. Establish a production procedure that starts with a genotype (code for a

certain robot) and ends with a phenotype, a physical robot designated by
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the given genotype.

3. Set up a learning method for infant robots to learn a set of basic skills

under supervision.

4. Implement a reproduction mechanism through a) a policy that regulates

mate selection and b) a recombination operator that works with the

parental genomes as defined by the given genetic code. Specify a task

to be performed by the robots and ways to measure task performance

(this is optional). Equip robots with learning abilities in a non supervised

fashion (this is optional).

When designing the robot make-up we can distinguish the morphologies

(bodies, hardware) and the controllers (brains, software). Regarding the mor-

phologies two aspects play an essential role. First, the components of the robots.

The RoboGen system we used here is based on the idea of combining 3D-

printable and prefabricated components. This provides a practicable approach

and any specific system can be easily extended through adjusting either type

of components. For instance, we can make the dimensions of the 3D-printed

blocks evolvable, allow the use of flexible plastic that bends, or add different

sensors and cameras. Such extensions enrich the design space and make the

set of possible robot morphologies and behaviours larger. The second aspect

concerns the constructibility of the robots. In our current system robots are

constructed by hand. This is a practical shortcut for an academic project, but

advanced technologies for automating the assembly of machines are available,

for instance, in the car industry. In a more advanced follow-up project such

technologies can be employed to reduce the role of human involvement and to

increase the speed of (re)production.

Concerning the controllers, the user has an extra decision to make regarding

the evolvable and learnable features. In general, the properties of the robots can

be divided into three categories; fixed (e.g., the property that the controllers

are neural networks), evolvable (e.g., the structure of the neural network that

controls the robot), and learnable (e.g., the weights inside the neural network).

In a non-Lamarckian system the set of evolvable features is disjoint from the set
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of learnable ones and it is up to the experimenter to determine which features

will be inheritable / evolvable and which ones will be subject to learning. In our

current project we use one spline-based controller with learnable parameters for

each servo motor. Thus, the controllers do not contain evolvable parts, although

one could argue that inheritance plays an implicit role via the morphologies as

the number and the position of the servo motors was evolvable.

The supervised learning in the Training Centre serves to equip the robots

with sufficient skills to earn the status of a fertile adult. In our current version

this was limited to gait learning, which is fundamental for a system where a

new robot can have a new morphology that differs from the morphologies of the

parents. Our corresponding fertility test was also simple. By walking to the red

lights the robots proved to be good enough to reproduce. For any practically

useful system the set of skills needs to be larger. The specific list of skills will

depend on the application at hand, but it stands to reason that it should at

least include gait learning, obstacle avoidance, directed locomotion, foraging

(recharging), and the recognition of other robots (possible mates). Whether or

not learning multiple skills can be best done sequentially or in parallel is an

open issue with contradicting advices in the literature [98; 5]. Another aspect

concerns the separation of the Training Centre and the Arena. Our current

system was simple as we did not have physically separated compartments.

However, in general the Training Centre can be separated from the Arena to

contain the necessary monitoring and feedback facilities required for supervised

learning. Furthermore, the environmental conditions can be made easier than

in the Arena to allow for a gradual development and the Training Centre can

be composed of different sections belonging to different modules of the total

learning ‘syllabus’.

The fourth stage in our work-flow belongs to reproduction, task execution

and learning in the Arena. Also here we (over)simplified things in our proof of

concept project. The fact that we only had two robots implied that the mate

selection policy was trivial: accept the other robot without conditions. In a more

realistic system, robots should prefer mating partners with desirable properties.

These can be indicators of viability and/or based on task performance if the
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robots have tasks to carry out. As mentioned in Section 5.2.1, a task is not

required to obtain an interesting robot evolution system, but it is natural to

expect that the majority of future applications will concern robots that do

something useful.4 This raises the issue of interfacing the task to the robot

population. By the nature of such systems this can be done through the fitness

function that drives evolution and the reward functions used in the learning

mechanisms (in the Training Centre as well as in the Arena). A fundamental

issue here is how to combine environmental selection towards viability and

task-based selection towards utility. A suitable approach is presented in [44].

Last but not least, let us consider the technical possibilities of producing

several consecutive generations with many selection and reproduction cycles.

This would require higher production capacity, recharging stations, and some

definition of ’death’, that is, determining when to remove and recycle a robot.

With our current system, the production of a new robot takes about a day and

the gait learning process needs 20 to 30 minutes. Most of the time to produce

a new robot is spent printing, but more and faster printers can be used, the

components can be printed ahead of time, and the production time would only

involve assembly of the components. Thus, it would be feasible to produce at

least six robots per day. In a month’s time 100 robots would be feasible. These

need not exist simultaneously: some will fail and be recycled. We estimate that

the population size would not exceed 40 robots at any given moment. Counting

with 2m2 per robot the Arena should be enlarged to about 80m2. All in all, we

deem this feasible, the limitations are mainly practical.

5.6 Concluding Remarks

In this thesis we take a modest step towards systems of physically evolving

robots. Our long-term vision foresees entire robotic ecosystems that evolve

and work for long periods in challenging environments without the need for

direct human oversight. Possible examples include robot colonies for monitoring

4This is not necessary for biologically motivated studies where the only challenge is to
survive and reproduce.
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remote regions on Earth, ore mining at extreme depth, and terraforming on

other planets.

The current state of the art is very far from this vision. The field of real-

world robot evolution is in a nascent state and the system we describe here is

a very rudimentary implementation. Nevertheless, this thesis contains three

contributions to this area. First, we discuss a system architecture for physically

evolving robot populations, based on the Triangle of Life model [35]. Second, we

describe a proof of concept implementation to demonstrate how the three stages

of the generic model can be realized, be it in a simplified form, and connected

into one life cycle. Third, we review the lessons learned from this implementation

and identify important issues for further research and development.

Appendix A: Genome recombination and muta-

tion

The purpose of this appendix is to illustrate the recombination and mutation

operators we selected for the mating process. For simplicity, we consider parent

genomes less complex than the Spider and the Gecko used in the experiments.

Figure 5.14: Tree representation of parent genomes.

The when the recombination operator is used on the parent genomes shown

in Figure 5.14, sub-trees are randomly exchanged, resulting in an offspring

displayed in Figure 5.15.

Finally, the mutation operator may make a random mutation on the offspring
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Figure 5.15: Offspring after recombination operator is ap-
plied (left) and after mutation operator is applied (right).

- preferably with substantially low probability. Note that as long as the node

is of valid format (i.e any valid robot part in the definition of RoboGen) the

mutation is valid as well, meaning that it does not need to follow any paradigm

(such as colour) from the parent genomes. To illustrate this notion, Figure 5.15

shows a mutated child where the leaf of the right sub-tree was exchanged for

two red nodes.

Appendix B: Internal description of robot mor-

phologies

The building blocks of robots’ bodies and their configuration are described in a

configuration file, as shown in Listings 5.1, 5.2 and 5.3. The syntax of the file is

the same as used in the RoboGen system.

Each line of the file describes a single module using a fixed set of parameters.

The configuration starts with a single core component, hosting the controller.

The level of indentation describes a parent–child relationship between the

modules, forming a tree structure.

The available component types in our robots are as follows:

− Core Component (up to 4 children components),
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− Fixed Brick (up to 3 children components),

− Active Hinge (1 child component).

The rendered images of the elements are displayed in Figure 5.3. The current

RoboGen specification uses four additional types of modules, as well as a number

of discontinued, legacy part types. In our research, however, we have decided

to limit the complexity by choosing only the aforementioned subset.

Each line can be broken down into 5 sections:

1. Attachment position on parent part: 0-3

2. Part type

3. Unique identifier

4. Orientation relative to parent: 0-3, representing increments of 90 degrees

5. Parameters

As we do not use any of RoboGen’s parametrized parts, the only parameter in

the configuration files presented here is the colour of each component.

As an example, let us now break down the configuration from Listing 5.1,

encoding the quadruped blue robot (the “spider”). It all starts with a core

component named E0:

0 CoreComponent E0 0 BLUE

Then, the four active hinges are added, one to each side:

0 CoreComponent E0 0 BLUE

0 ActiveHinge I0 1 BLUE

1 ActiveHinge I2 1 BLUE

2 ActiveHinge I4 0 BLUE

3 ActiveHinge I6 0 BLUE

The hinges I0 and I2 are mounted to the front and the back face of the core

module and they are rotated 90 degrees. Hinges I4 and I6, mounted to the left

and right faces, have no rotation. The next level are the fixed blocks, attached

to the distal ends of the hinges:
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0 CoreComponent E0 0 BLUE

0 ActiveHinge I0 1 BLUE

0 FixedBrick F0 0 BLUE

1 ActiveHinge I2 1 BLUE

0 FixedBrick F2 0 BLUE

2 ActiveHinge I4 0 BLUE

0 FixedBrick F4 0 BLUE

3 ActiveHinge I6 0 BLUE

0 FixedBrick F6 0 BLUE

All the blocks are identical, with no rotation. Then come another set of active

hinges (I1, I3, I5 and I7), mounted to those blocks:

0 CoreComponent E0 0 BLUE

0 ActiveHinge I0 1 BLUE

0 FixedBrick F0 0 BLUE

0 ActiveHinge I1 0 BLUE

1 ActiveHinge I2 1 BLUE

0 FixedBrick F2 0 BLUE

0 ActiveHinge I3 0 BLUE

2 ActiveHinge I4 0 BLUE

0 FixedBrick F4 0 BLUE

0 ActiveHinge I5 0 BLUE

3 ActiveHinge I6 0 BLUE

0 FixedBrick F6 0 BLUE

0 ActiveHinge I7 0 BLUE

All of them are mounted to the face of the fixed block opposite its attachment

point and they are not rotated. Finally, the last set of fixed blocks with no

rotation, attached to the other end of the hinges, is added to complete the

robot:

0 CoreComponent E0 0 BLUE

0 ActiveHinge I0 1 BLUE

0 FixedBrick F0 0 BLUE

0 ActiveHinge I1 0 BLUE

0 FixedBrick F1 0 BLUE

1 ActiveHinge I2 1 BLUE

0 FixedBrick F2 0 BLUE

0 ActiveHinge I3 0 BLUE
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0 FixedBrick F3 0 BLUE

2 ActiveHinge I4 0 BLUE

0 FixedBrick F4 0 BLUE

0 ActiveHinge I5 0 BLUE

0 FixedBrick F5 0 BLUE

3 ActiveHinge I6 0 BLUE

0 FixedBrick F6 0 BLUE

0 ActiveHinge I7 0 BLUE

0 FixedBrick F7 0 BLUE

Listing 5.1: Genotype example specifying the blue Spider in

Figure 5.9. See text for details.

All of the parts making up the spider are blue. The colours are irrelevant to

the operation of the robot but they are a useful tool to visualize which parts of

the offspring come from which parent.

0 CoreComponent E0 0 GREEN

0 ActiveHinge I0 1 GREEN

0 FixedBrick F0 0 GREEN

0 ActiveHinge I1 1 GREEN

0 FixedBrick F1 0 GREEN

1 ActiveHinge I2 1 GREEN

0 FixedBrick F2 0 GREEN

2 ActiveHinge I3 3 GREEN

0 FixedBrick F3 0 GREEN

1 ActiveHinge I4 1 GREEN

0 FixedBrick F4 0 GREEN

3 ActiveHinge I5 3 GREEN

0 FixedBrick F5 0 GREEN

Listing 5.2: Genotype specifying the green Gecko.

0 CoreComponent E0 0 WHITE

0 ActiveHinge I0 1 GREEN

0 FixedBrick F0 0 GREEN

0 ActiveHinge I1 1 GREEN

0 FixedBrick F1 0 GREEN

1 ActiveHinge I2 1 GREEN

0 FixedBrick F2 0 GREEN
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2 ActiveHinge I3 3 GREEN

0 FixedBrick F3 0 GREEN

1 ActiveHinge I4 3 GREEN

0 FixedBrick F4 0 GREEN

3 ActiveHinge I5 0 GREEN

0 ActiveHinge I6 1 GREEN

0 FixedBrick F5 1 BLUE

0 ActiveHinge I7 1 BLUE

0 FixedBrick F7 0 BLUE

Listing 5.3: Genotype specifying the offspring of the green

Gecko and the blue Spider.

Appendix C: Controller
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Figure 5.16: Example of
a spline interpolated from
six control points (note
that five of these control
points are freely defined,
the sixth is added to en-
sure periodicity).

The controller represents a set of splines which alto-

gether form a gait policy for particular morphology.

Each spline within this set specifies the angular

positions of a single actuator over a certain amount

of time. With an update function, robot can send

signal to reposition its actuators based on a spline

value in certain time point.

A cyclic spline is a mathematical function that is

defined using a set of n control points. Each control

point is defined by (ti, αi) where ti represents time

and αi the corresponding value. ti ∈ [0, 1] is defined

as

ti =
i

n− 1
, ∀i = 0, . . . , (n− 1) (5.2)

and αi ∈ [0, 1] is freely defined.

To ensure cyclic splines, an additional control point (tn, αn) is defined that

by definition has the same value as the first control point (α0 = αn). These

control points are then used to interpolate a cubic spline with periodic boundary
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conditions using GSL 5 dedicated C functions. Using GSL it is possible to query

a spline for a different number of points than it was defined with, an example is

shown in Figure 5.16.

Appendix D: Learner

The algorithm creates the initial policy with as many splines as there are active

hinge modules, and each spline is initialised to have two control points. These

control points are initialised at 0.5 and then perturbed using Gaussian noise.

The algorithm then enters an evaluation-adaptation loop to refine the policy,

until the stopping condition is reached. A ranking of k best policies encountered

so far is kept to inform the adaptation of the current policy.

Adaptation consists of three components: spline size increase, exploitation

and exploration. The spline is gradually refined by incrementing the number of

control points periodically as proposed in [100] depending on the start and end

sizes of the splines and the number of evaluations. The size increase amounts

to incrementing the number of control points n that define the spline by 1. For

the k best archived policies this new point is interpolated from their definition.

In the exploitation step, the current parameters are adapted based on the

values of the k best policies. In the exploration phase policies are adapted by

applying Gaussian perturbation to the policy resulting from exploitation. Over

the course of the run the variance σ2 is diminished which decreases exploration

and increases exploitation. The pseudo-code for the algorithm, as defined in

[67], is displayed in Algorithm 3.

The reward awarded to a controller is calculated as:

R =

⎛
⎝100

√
Δ2

x +Δ2
y

Δt

⎞
⎠

6

(5.3)

where Δx and Δy is the displacement over the x and y axes measured in meters

and Δt the evaluation time, as in [100].

5http://www.gnu.org/software/gsl/
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Each controller is evaluated for 30 seconds. The evaluation period is de-

termined as a good ratio between a battery consumption and a evolved gait

distinction; if the evaluation period is shorter, more gaits could be evaluated

with the current battery capacity, but it would make harder to distinguish a

good gait from a bad one.

The RL PoWER parameter settings were taken from [113] and summarised

in Table 5.3.

A new spline is generated by taking the current spline, adding a Gaussian

perturbation to every control point with mean 0 and variance σ2(t) and then

adding a weighted sum of the best k splines in ranking with weights wi defined

as

wi =
fi

ε+
∑k

j=1 fj
,

where fi is the fitness of the ith gait in ranking and ε is a parameter to avoid

division by 0 and is set to 10−10.

98



5.6. Concluding Remarks

1 initialisation;
2 policy ← initialisation;
3 evaluate(policy);
4 while evaluation < total evaluations do

/* Update the ranking of k best policies */

5 ranking.insert(policy);
6 if ranking.size > k then
7 ranking.remove worst();

/* Spline size increase */

8 if evaluation mod increase delta = 0 then
9 spline size ← spline size + 1;

10 reinterpolate all(ranking);
11 reinterpolate(policy);

/* Exploitation */

12 rewards ← 0;
13 weighted total ← 0;
14 for p in ranking do
15 rewards ← rewards + p.reward;
16 weighted parameters ← p.reward * (policy.parameters -

p.parameters);
17 weighted total ← weighted total + weighted parameters;

18 next policy.parameters ← policy.parameters + weighted total /
(rewards + ε);
/* Exploration */

19 next policy.parameters ← next policy.parameters +
normrnd(0,sqrt(variance));

20 policy ← next policy;
21 variance ← variance * variance decay;
22 evaluate(policy);

Algorithm 3: RL PoWER
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Directed Locomotion

Chapter 6 was published as:

Lan, G., Jelisavcic, M., Roijers, D. M., Haasdijk, E., and Eiben, A. E. (2018). Directed
locomotion for modular robots with evolvable morphologies. In C. M. Fonseca, N.
Lourenco, P. Machado, L. Paquete, D. Whitley, and A. Auger (Eds.), Parallel Problem
Solving from Nature – PPSN XV: 15th International Conference, 2018, Proceedings (Vol.
1, pp. 476-487). (Lecture Notes in Computer Science (including subseries Lecture Notes
in Artificial Intelligence and Lecture Notes in Bioinformatics); Vol. 11101 LNCS).
Springer/Verlag.
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Morphologically evolving robot systems need to include a learning period

right after ‘birth’ to acquire a controller that fits the newly created body. In

this thesis, we investigate learning one skill in particular: walking in a given

direction. To this end, we apply the HyperNEAT algorithm guided by a fitness

function that balances the distance travelled in a direction and the deviation

between the desired and the actually travelled directions. We validate this

method on a variety of modular robots with different shapes and sizes and

observe that the best controllers produce trajectories that accurately follow the

correct direction and reach a considerable distance in the given test interval.

6.1 Introduction

While it can already be hard to design robots for known environments, it is

considerably harder for (partially) unknown environments, like the deep sea

or Venus. In unknown environments, robots should be able to respond to the

circumstances they encounter. The problem with this however, is that there is no

way to predict what the robots will encounter. Therefore, in such environments,

it would be highly useful to have robots that evolve over time, changing their

controllers and their morphologies to better adapt to the environment.

The field that is concerned with such evolving robots is Evolutionary Robotics

[8; 29]. To date, the research community has mainly been focussing on evolving

only the controllers in fixed robot bodies. The evolution of morphologies has

received much less attention even though it has been observed that adequate

robot behaviour depends on both the body and the brain [5; 7; 92]. To unlock

the full potential of the evolutionary approach one should apply it to both

bodies and brains. At present, we can only do this in simulation, as there are

still key obstacles to overcome for evolving robots in real hardware [36; 37; 59].

One of the challenges inherent to evolving robot bodies – be it simulated or

real – is rooted in the fact that ‘robot children’ are random combinations of

the bodies and brains of their parents. In general it cannot be assumed that

simply recombining the parents’ controllers results in a controller that fits the

recombined body. Hence, a ‘robot child’ must learn how to control its body,
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not unlike a little calf that spends the first hour of its life learning to walk. It

is vital that the learning method is general enough to work for a large variety

of morphologies and fast enough to work within practical time intervals.

A generic architecture of robot systems, where both morphologies and con-

trollers undergo evolution has been introduced recently [35; 31]. The underlying

model, called the Triangle of Life (ToL), describes a life cycle that runs from

conception (being conceived) to conception (conceiving offspring) through three

principal stages: Birth, Infancy, and Mature Life.

Within this scheme, the learn-to-control-your-own-body problem can be

positioned in the Infancy phase, where a newborn robot acquires the basic

sensory-motor skills. Formerly, we have investigated the most elementary case:

gait learning [59; 58; 60; 113]. However, although gait learning is a popular

problem in evolutionary robotics, in practice we are not really interested in a

robot that just walks without purpose. For most cases, a robot has to move

in a given direction, e.g., to move towards a destination. Here we focus on the

task of directed locomotion, where the robot must follow a given direction, e.g.

“go left”. Our specific research goals are the following:

1. Develop a dedicated evaluation function that balances the distance trav-

elled in a direction and the deviation between the desired and the actually

travelled directions.

2. Provide a method to learn a controller for directed locomotion in different

modular robots.

3. Evaluate the method on a test suite consisting of robots with different

shapes and sizes.

6.2 Experimental Set-up

In this study, the controllers for all modular robots are learned in an infinite

plane environment [54], using our Gazebo-based1 custom simulator Revolve.

1http://gazebosim.org/
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spider9 spider13 spider17

gecko7 gecko12 gecko17

babyA babyB babyC

Figure 6.1: Images of the used robots. Note that the top leg
of gecko17 and babyC are different; babyC has one more
active hinge where gecko17 has a brick.

6.2.1 Robots

Our robot design is based on RoboGen [4]. We use a subset of those 3D-printable

components: fixed bricks, a core component, and active hinges. The fixed bricks

are cubic components with slots that can attach other components. The core

component holds a controller board. It also has slots on its four lateral faces to

attach other components. The active hinge is a joint moved by a servo motor.

It can attach to other components by inserting its lateral faces into the slots of

these other components. Each robot’s genotype describes its layout and consists

of a tree structure with the root node representing a core module from which

further components branch out. These models are used in simulation, but also

could be used for 3D printing and the construction of the real robots.

As a test suite we chose nine robots in three different shapes and sizes,

to examine the generality and scalability of our method, see Fig. 6.1. We

refer to these three shapes as spider, gecko, and baby. The ‘baby’ robots were

created through recombination of the ‘spider’s’ and ‘gecko’s’ [58] morphological

genotypes.
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xy out

wxy

wyx

wxo

(a) A differential oscillator with output node
as used in the CPG controller.

(b) Schematic view of the CPG
network generated for a spe-
cific morphology.

Figure 6.2: Controller concept used in the robots. In (b)
the rectangular shapes indicate passive body parts, the cir-
cles show active hinges, each with their own differential
oscillator, and the arrows indicate the connections between
the oscillators for the body shown in the top-left panel of
Fig. 6.1.

6.2.2 Controllers

Controllers based on Central Pattern Generators (CPGs) have been proven

to perform well for modular robots. In this work, we use CPGs whose main

components are differential oscillators. Each oscillator is defined by two neurons

that are recursively connected as shown in Fig. 6.2a. These generate oscillatory

patterns by calculating their activation levels x and y according to the following

differential equation:

ẋ = wyxy + biasx

ẏ = wxyx+ biasy

with wxy and wyx denoting the weights of the connections between the neurons;

biasx and biasy are parameters of the neurons. If wyx and wxy have different

signs the activation of the neurons x and y is periodic and bounded.

We used Compositional Pattern-Producing Networks (CPPNs) to generate
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the weights of the CPG controller. CPPNs are a variation of artificial neu-

ral networks (ANNs) that have an architecture whose evolution is guided by

HyperNEAT algorithm [103], so that the substrate network’s performance is

optimised [105]. The CPG nodes are positioned in a three-dimensional space.

Such modular differentiation allows specialisation of the active hinge’s move-

ments depending on its relative position in the robot. The hinge coordinates

are obtained from a top-down view of the robot body. Thus, two coordinates of

a node in the CPG controller correspond to the relative position of the active

hinge it is associated with. The third coordinate depends on the role of the

node in the CPG network: output nodes have a value of 0 and differential nodes

have values of 1 for x and −1 for y nodes. Therefore the CPPNs have six inputs

denoting the coordinates of a source and a target node when querying connection

weights or just the position of one node when obtaining node parameters with

the other three inputs being initialised as zero. The CPPNs have three outputs:

the weight of the connection from source to target as well as the bias and gain

values when calculating parameters for a node.

The CPPNs return the connection weights for the CPG network that in turn

constitutes the controller that induces the behaviour for directed locomotion.

The behaviour is evaluated by a fitness function (Section 6.3) and the fitness

value is fed to HyperNEAT which in turn generates new CPPNs. The CPPNs

evolve until a termination condition is triggered; in our experiments this is

reaching a maximum number of generations.

6.2.3 Experimental Parameters

An initial population of 20 CPPNs are randomly generated in the first generation.

Each CPPN generates the weights of a CPG network whose topology is based

on a robot’s morphology. The fitness of the CPG is evaluated in Revolve

for a given evaluation time. We set this evaluation time to be 60 seconds to

balance computing time and accurately evaluating a complex task as directed

locomotion. We found this 60s to be a suitable value empirically. Each EA run

is terminated after 300 generations, that is, 300 ∗ 20 = 6000 fitness evaluations –
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Parameter Value Description
Population size 20 Number of individuals per generation
Generations 300 Termination condition for each run
Tournament size 4 Number of individuals used in tournament

selection
Mutation 0.8 Probability of mutation for individuals
Evaluation time 60 Duration of the test period per fitness evaluation

in seconds
Table 6.2: Experimental Parameters

this amounts to 100 hours of (simulated) time.

The robots used in the experiments include three small robots (spider9,

gecko7, babyA), three medium size robots (spider13, gecko12, babyB) and three

large robots (spider17, gecko17, babyC). For each robot we tested the EA on

five target directions (−40◦, −20◦, 0◦, 20◦, and 40◦ relative to the robot) to

simulate the robot’s limited field of view in the real-world. This resulted in 45

test cases. For each test case the EA runs were repeated five times. All together,

we performed 225 HyperNEAT runs per 100 hours of simulated time each.

6.3 Fitness Function

In this section, we propose a fitness function for directed locomotion and

illustrate how the performance of a controller is evaluated. We provide a step-

by-step derivation that leads to our final fitness function shown in Equation

6.5.

The scenario for an evaluation in our experiments is illustrated in Fig. 6.3.

We can collect the following measurements from the Revolve simulator:

1. c0 = (x0, y0) is the coordinate of the core component of the robot at the

start of the simulation, i.e., time T0.

2. c1 = (x1, y1) is the coordinate of the core component of the robot at the

end of the simulation, T1.

3. The orientation of the robot in T0 and T1.
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Figure 6.3: Illustration of the fit-
ness calculation for each evalu-
ation. T0 is the starting posi-
tion of the robot, with coordi-
nate (x0, y0). T1 is the end posi-
tion of the robot, with coordinate
(x1, y1). l0 is a given target direc-
tion. The point p is the projected
point on the target direction l0.
The red lines Tra.1 and Tra.2
show two different trajectories of
the robot.

4. The length of the trajectory that the robot travelled from c0 to c1

The target direction, β0, is an angle with respect to the initial orientation

of the robot at T0. In Fig. 6.3 we drew lines in the target direction, l0,

and the line through c0 and c1, l1. The angle between l1 and x−axis, β1 =

atan2((y1 − y0), (x1 − x0)), is the actual direction of the robot displacement

between T0 and T1.

The absolute intersection angle between l0 and l1, δ, is the deviation between

the actual direction of the robot locomotion and the target direction. It can be

calculated as:

δ =

⎧⎨
⎩
2 ∗ π − |β1 − β0| (|β1 − β0| > π)

|β1 − β0| (|β1 − β0| <= π)
(6.1)

Note that we pick the smallest angle between the two lines. To perform well

on a directed locomotion task, δ should be as small as possible. However, just

minimizing δ is not enough to for successful directed locomotion.

In addition to moving in the right direction, i.e., minimizing δ, the robot

should move as far as possible in the target direction. Therefore, we calculate

distance travelled by the robot in the target direction by projecting the final

position at T1, (x1, y1), onto l0; we denote this point as p = (xp, yp). The
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distance travelled is then

distProjection = sign |p− c0|, (6.2)

where |p − c0| is the Euclidean distance between p and c0, and sign = 1

if δ < π
2 (noting that δ is an absolute value) and sign = −1 otherwise. The

distProjection is thus negative when the robot moves in the opposite direction.

To further penalize deviating from the target direction we calculate the

distance between (x1, y1) and (xp, yp) :

penalty = fp ∗ |c1 − p|, (6.3)

where |c1 − p| is the Euclidean distance between c1 and its projection on the

target direction line l0, p. fp is a constant scalar penalty factor, determining

the relative importance of the deviation. In our experiments we use fp = 0.01.

A naive version of the fitness would be:

fitnessPro =
distProjection

δ + 1
− penalty, (6.4)

where (δ + 1) aims to guarantee that the denominator does not equal zero.

While fitnessPro is proportional to distProjection, and inversely propor-

tional to δ and penalty, this does not yet entirely express all desirable features

of a good trajectory for the robot. Specifically, we not only care about the final

position of the robot, but also about how the robot moves to the end point.

To illustrate this please compare the trajectories marked Tra.1 and Tra.2 in

Figure 6.3. Although the robot has the same starting and end position for both

trajectories, Tra.1 is a more efficient way of moving between the two points.

Therefore, we would want the controller of Tra.1 to have a higher fitness than

that of Tra.2. In general, we aim to evolve a controller to move from start to

finish as efficiently as possible, i.e., in a straight line. Therefore, we make the

fitness function inversely proportional to the length of the trajectory (noted

as lengthTra) that the robot performs. We thus propose the following fitness
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function to measure the performance of controllers for directed locomotion:

fitness =
|distProjection|
lengthTra+ ε

∗ (distProjection

δ + 1
− penalty) (6.5)

where ε is an infinitesimal constant. The fitness function is proportional to

distProjection, but inversely proportional to lengthTra and δ. That is, the

fitness function rewards higher speeds in the target direction (as measured

through distProjection), and punishes the length of trajectories, lengthTra,

and deviations from the target directions.

6.4 Experimental Results

Inspecting the usual fitness vs. time curves (omitted here because of space

limitations) we observe that the controllers of small size robots have the highest

average fitness. The controllers of medium and large size robots reach signif-

icantly lower values. This is in line with our previous work [58] suggesting

that the parameter settings for the larger robots are more difficult to learn,

irrespective of the algorithm, such as HyperNEAT or RL PoWER.

An important metric for directed locomotion is the deviation from the target

direction, δ. The progression of the learning process is shown in Figure 6.4

for each of the nine robots. Each sub-figure shows the average δ for the 20

controllers in a population over five repetitions. The five target directions are

represented by the colours. These curves show that in all cases δ gradually

decreases. Interestingly, the δ of small size robots is higher than for the larger

robots. This means that small size robots are easier to evolve for speed (as

they have higher fitness), but do worse in terms of deviation. Similar results

were shown in our previous work [58]. We hypothesize that this is because

larger robots have more joints, they have more flexibility, and can control their

direction more precisely.

To see the outcome of the learning process we select the best controllers from

the 30000 controllers (6000 evaluations per run, 5 repetitions) for each robot in

each target direction and inspect the trajectories these controllers induce. The
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best three trajectories for each robot and direction are shown in Fig. 6.5.

In general, the trajectories follow the target directions well. For example,

the trajectories of spider9 are almost exactly on the target directions and they

display faster speed than other robots. Because maximizing the distance in

the target directions, distProjection, is rewarded in the fitness function, as

well as minimizing the deviation from the target directions, evolution can lead

to different trade-offs between these two preferences. For example, one of the

trajectories (purple point-line) for −40◦ of spider13 deviates quite far from the

target direction but travels a long distance, while the other trajectories for this

robot and direction get less far but stick more closely to the target direction. In

addition, although the trajectories (black point-line) for 0◦ of babyA have high

values for lengthPath, and thus receive a punishment in the fitness function

for the deviation from the straight line in the target direction of 0◦, they have

top fitness because of the high speed (distProjection) and a good final δ. The

small size robots have the better trajectories, especially in terms of speed. The

medium size robots have the second-best trajectories. The large size robots also

have good trajectories but not as good as the small and medium size robots,

especially in terms of speed. In summary, we conclude that using our method,

successful controllers can be evolved for directed locomotion for modular robots

with evolvable morphologies. Furthermore, the small-sized robots have the

better performance for directed locomotion, especially in terms of speed in the

target direction.

6.5 Concluding remarks

We addressed the problem of learning sensory-motor skills in morphologically

evolvable robot systems where the body of newborn robots can be a random

combination of the bodies of the parents. In particular, we presented a method

to learn good robot controllers for directed locomotion based on HyperNEAT

and a new fitness function that balances the distance travelled in a desired

direction and the angle between the desired direction and the direction actually

travelled. We tested this method on nine modular robots for five different target
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directions and found that the robots acquired good controllers in all cases. From

the resulting trajectories it is apparent that our fitness function adequately

balances the speed and direction of the robots.

These experiments were, while well-performing, not too efficient, as the

learning speed of HyperNEAT is not very high. Currently we are comparing

HyperNEAT to other methods for training the controllers, such as reinforcement

learning [68] and Bayesian optimisation [91]. Furthermore, we aim to investigate

which other trade-offs between deviation from the target direction and the

speed exist by using a vector-valued, i.e., multi-objective, rather than a scalar

fitness function [97]. Finally, we aim to validate our results by replicating the

experiments in real hardware and consider more scenarios and other skills.
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the learning process.
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Chapter 7. To Body or to Brain

The evolution of robots, when applied to both the morphologies and the

controllers, is not only a means to obtain high-quality robot designs, but also a

process that results in many body-brain-fitness data points. Inspired by this

perspective, in this thesis we investigate the relative importance of robot bodies

and brains for a good fitness. We introduce a method to isolate and quantify

the effect of the bodies and brains on the quality of the robots and perform a

case study. The method is general in that it is not restricted to evolutionary

systems. For the case study, we use a system of modular robots, where the

bodies are evolvable and the brains are evolvable and learnable. These case

studies validate the usefulness of our method and deliver interesting insights

into the interplay between bodies and brains in evolutionary robotics.

7.1 Introduction

Evolutionary Robotics (ER) is a field that “aims to apply evolutionary compu-

tation techniques to evolve the overall design, or controllers, or both for real

and simulated autonomous robots” [108]. This approach is “useful both for

investigating the design space of robotic applications and for testing scientific

hypotheses of biological mechanisms and processes” [39]. In this thesis, we con-

sider ER systems where both the morphologies and the controllers are evolvable

and we investigate their effect on the quality of the robot’s performance. The

naive version of our research question is “What is more important for good

robot behaviour, a good body or a good brain?”.

To address this issue empirically, we define a task (locomotion) that induces

a behaviour-based quality measure (speed). Using speed as a measure of quality

we study a system of simulated modular robots with possibly complex bodies

that can consist of a large number of modules, have different shapes and limbs

with different lengths. The naive version of our main research question is then

split into two technical questions.

Q1: Can we isolate and quantify the effect of the bodies and brains

on the quality of the robots?
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To this end, we present a method based on swapping brains and bodies in a

given set of robots. Specifically, given N robots we create N ×N new robots

by pairing all N bodies with all N brains and evaluate their quality (speed, in

our case). This provides us with a matrix of N ×N values. Performing several

statistics on this matrix we obtain the numbers that shed light on the second

technical research question:

Q2: How do the effects of bodies and the brains compare?

For the current study, we use two groups of robots. The first set consists

of 25 randomly generated bodies with brains that result from a gait learning

process in each body independently, while the second set contains the best 25

robots found by evolution. Analysing the matrices for these two groups we

conclude that our brain and body swapping method can indeed separate the

effects of bodies and brains and that the relative importance depends on the

inspected group of robots. In particular, we find that the differences are more

prominent in the random set of morphologies than in the group of evolved

robots whose bodies converged by the evolutionary process.

We hope that our brain and body swapping method offers a useful tool

and that our insights will inform future ER research to be able to exploit the

interplay between bodies and brains with new optimisation methods.

7.2 Co-evolution of Bodies and Brains

The long-term vision behind the research that inspired this work, look upon

a development of robotic (eco)systems that could evolve and adapt to their

environment in real-time and in real-space. This indicates that the robot mor-

phologies are evolvable, as well as their controllers – in other words, subjects to

selection and reproduction mechanisms. We presume that the robotic organisms

as observed are the phenotypes encoded by their genotypes. In such systems,

forming the good pair between a provisional morphology and a locomotion

controller showed to be of the highest importance in order to be functional.

A real-life robotic ecosystem must satisfy several requirements in order to
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Figure 7.1: The overall architecture of the learning system.
The working of a controller is determined by the CPG
and the CPPN. The part that can be transferred between
different robots is the CPPN. The CPG is strongly grounded
in the morphology of a given robot.

create a functional framework [35]. The framework, called the Triangle of

Life, represents an overall system architecture with three main components

or stages, illustrated in Figure 1.1. The first stage is the creation of a new

robotic organism in the Production Centre [59]. The second stage develops in

the Training Centre where a newborn robot is training to acquire skills essential

for its survival. The third stage is marked as a phase of maturity where the

robot in question can potentially conceive a child-robot, i.e. produce a new

genome by means of selection and reproduction. Out of the three stages, the

second one proved to be the most challenging for the lack of universal controller

that could potentially adapt to an arbitrary morphology.

The problem of designing the universal controller has been partially solved

by separating a controller’s structure that is dependent on a robot’s morphology

and a structure that is independent. The dependent part forms a core structure

in the form of a coupled CPG that governs physical actuators on a robot. The

independent part defines the weights between CPG’s coupled neurons based on

which is formed an output pattern, thus providing the means to optimise the

overall robot’s behaviour.

The CPG-based controllers have been proven to perform well for modular

robots. The CPG controller structure is essentially an artificial neural network

with a morphology-dependent structure consisting of pairs of coupled differential

oscillators logically defined for every active joint in robot’s body. The main
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xy out

wxy
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wxo

Figure 7.2: A differential oscillator with output node as
used in the CPG controller.

components of the CPG controllers are differential oscillators. Each oscillator is

defined by two neurons that are recursively connected as shown in Fig. 7.2.

These generate oscillatory patterns by calculating their activation levels x

and y according to the following differential equations:

ẋ = wyxy + biasx (7.1)

ẏ = wxyx+ biasy (7.2)

with wxy and wyx denoting the weights of the connections between the neurons;

biasx and biasy are parameters of the neurons. If wyx and wxy have different

signs the activation of the neurons x and y is periodic and bounded.

An oscillator’s x node is connected to a linear output neuron that in turn

connects to the robot’s active hinge. Output neurons use the following activation

function:

f(x) = (wxo · x− bias) · gain. (7.3)

with x the activation level from the oscillator, wxo the weight of the connection

between oscillator and output node and bias and gain parameters. Each active

joint in the robot body is associated with an oscillator and connected to it

through an output neuron that determines the joint’s angle.

The oscillators of neighbouring hinges (i.e., hinges separated by a single

component) are interconnected by means of weighted connections between their

x neurons. This results in a chain-like neural network of differential oscillators

that extends across the robot body.
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We employ a lifetime learning scheme that includes HyperNEAT to evolve

CPPNs, thus capacitating the Lamarckian evolution on the system as described

by [61]. Stanley et al. [104] proposed HyperNEAT, an indirectly encoded evo-

lutionary algorithm for neural networks. The idea behind HyperNEAT is to

assign the nodes in a substrate neural network a location in an n-dimensional

hypercube. The assigned relative positions should in some way reflect a rela-

tionship between the nodes, allowing the algorithm to exploit the geometry of

the problem. The coordinates of two nodes in the hypercube are then input

values for a CPPN, which outputs a value for the weight of their connection.

The CPPN evolves using HyperNEAT [105] so that the substrate network’s

performance is optimised.

The CPPN is an artificial neural network with fixed inputs and outputs

structures that follow certain hyperspace coordinate system and uses coordinate

values to feed the inputs. In this thesis, the evolution of CPPNs follows [104],

with some modifications: it uses binary tournament selection for two parents

within a species if there is more than one individual in that species. If there is

only one individual in a species, the best individual of a random other species

is selected as the second parent. Finally, the implementation uses elitism,

transferring the best 10% of the individuals to the next population.

The CPG nodes are positioned in a three-dimensional hyperspace. Two

dimensions are the relative position of the active hinges in the robot morphol-

ogy as proposed by Haasdijk et al. [46]. Such modular differentiation allows

specialisation of the active hinge’s movements depending on its relative position

in the robot. The hinge coordinates are obtained from a top-down view of the

robot body. Thus, two coordinates of a node in the CPG controller correspond

to the relative position of the active hinge it is associated with. The value of

the third (z) coordinate varies according to the type of node and the kind of

connection: for connections within an oscillator, X and y nodes have z = 1,

respectively z = −1. For connections between neighbouring oscillators, z = 0.

The CPPNs have six inputs denoting the coordinates of a connection’s source

and target and three outputs: the weight of the connection and the bias and

gain for the target node. For inter-oscillator connections (when z = 0), the gain
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and bias outputs are ignored.

The evolution of morphologies is a process determined by the performance

of behaviours that is manifested on a robot. After every lifetime learning cycle,

a generation of robots is evaluated for their performances. The selection process

is based on two robots selection with the binary tournament. The detailed

explanation of the evolutionary process of morphologies is presented in [61].

7.3 The body-brain swap method

Because we employ the architecture shown in Figure 7.1 our system has the

property that the controller of a robot can be easily transferred to any other

robot, even if they have different morphologies. To be more precise, the CPPN

of robot A can be inserted into robot B and induce a controller (a CPG) that

fits the morphology of robot B. Based on this property, we design a method to

isolate and quantify the effects of robot brains and bodies. This method works

for any given set of N robots that we view as tuples of a body and a brain.

Specifically, robot i is a tuple (bodyi, braini).

Now the body-brain swap method consists of two stages. In stage 1 we

create N ×N new robots by pairing all N bodies with all N brains and evaluate

their quality of performance fij = f(bodyi, brainj) in the given environment on

the given task. (In our case this is the speed of the robots.) This provides us

with N ×N performance values of fij that form the swap matrix SN×N with

the original body-brain pairs populating the diagonal.

In stage 2 we define the improvement for swapping a brain for a given body

i as δij = fij − fii and the improvement for swapping a body to a given brain i

as dji = fji − fii. (Note that the improvement can be negative.) Hereby we

obtain two matrices, the Δ matrix that contains the δij values and the D matrix

that contains the dij values. To see whether swapping brains or swapping

bodies has a bigger effect, we compute the average of standard deviations of the

improvement when averaging over all possible alternative brains (or bodies) for a

given body (resp. brain). Specifically, the average improvement for a given fixed

body over different brains i is μδ,i =
1
N

∑
j δij and the average improvement for
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a fixed brain i is μd,i =
1
N

∑
j dji. For a fixed body, the standard deviation in

the improvement is then: σδ,i =
√
E[(δij − μδ,i)2], and analogously we define

σd,i for fixed brains.

The purpose of these matrices is to reveal and isolate the effects of introducing

either a new body to an existing brain or a new brain to an existing body.

Specifically, the standard deviations show how sensitive the performance of

a robot is to changing its body or changing its brain. For instance, a small

standard deviation σδ,i of changing brains in a given robot i indicates that the

body is the determinative factor in the performance of this robot.

7.4 Robot test suites

We use two groups of robots for our analysis. Group 1 consists of 25 randomly

generated bodies with brains that result from a gait learning process in each

body independently, whereas Group 2 contains the best 25 robots found by

evolution.

The robots of Group 1 are shown in Figure 7.3. Each robot has trained

its locomotion capabilities by evolving CPPN networks using the HyperNEAT

algorithm. The CPPNs generated the weights that are applied to the connections

between CPG coupled neurons. The quality of a CPPN is quantified with a

locomotion speed the robot develops with a set of weights. The best performing

CPPN is extracted and used for the swap matrix analysis.

To create Group 2 we run Lamarckian evolution three times independently

starting with a different initial population according to the algorithm described

in [61]. It is important to note that, in the experimental set-up from which we

extracted robots for Group 2, there are two evolutionary processes. First, the

evolution of morphologies through the cycle captured by the overall triangle

in Figure 1.1. Second, the learning cycle within the Infancy stage is also

implemented by an evolutionary algorithm since we are using HyperNEAT to

develop controllers in a given robot. Clearly, the algorithm for lifetime-learning

does not need to be evolutionary in general, but HyperNEAT is.

In a system, where lifetime learning is evolutionary, Lamarckism can be
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Figure 7.3: Group 1: 25 randomly generated morphologies.

simply implemented by seeding a robots initial population of controllers from

that of its parents. We test the variant of seeding an offspring’s population

that initialises the HyperNEAT population with the best 5 CPPNs from each

parent. The first generation of robots does not have a parental seed to start

from, so their initial HyperNEAT population consists of randomly initialised

networks only containing the input and output neurons and connections from

every input to every output neuron with randomly initialised weights and neuron

parameters.

We take three randomly-generated populations of 20 morphologies as a

representation of an ancestral population. Each ancestral population represents

a beginning of one morphological lineage. For three lineages that are tested,

10 generations are produced including an ancestral population. Out of this

lineages, a subset of best-performing robots’ body-brain pairs was extracted for

the Group 2 analysis. With a population size of 20 and 10 generations in each
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Figure 7.4: Group 2: The 25 best performing robots out
of the 600 that were generated during the evolutionary
processes in the three lineages. Note that morphologies
tend to converge to similar shapes.

of these lineages all together we generate and test 600 robots. Group 2, shown

in Figure 7.4 is formed by the best 25 from the total 600 robots.

7.5 Analysis

In this Section, we analyse the importance of brains and bodies in the two

groups of robots shown in Figure 7.3 and 7.4. According to the body-brain

swap method we build the swap matrix that contains the speed fij of all body

and brain combinations and the corresponding Δ and D matrices to show the

effects of brain-swapping and body swapping, respectively. To avoid large tables

of numbers we present these data in heat-maps using grey scales to show the

numerical values in Figure 7.5.
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Figure 7.5: Heat-maps of speed (raw performance), and
the calculated differences between different brains in the
same body (Δ values) and different bodies to host the same
brain (D values) after learning only (Group 1) and after a
Lamarckian evolutionary process (Group 2).

We compute the average of standard deviations across all fixed bodies and

fixed brains, for the two groups of robots in Table 7.1. We observe that the

standard deviations for swapping bodies across fixed brains are higher than the

standard deviations for swapping brains across fixed bodies for both groups.

However, for group 2, which is the product of a long Lamarckian evolutionary

process, the difference between swapping brains and bodies is much smaller.

While the absolute differences are bigger, we believe it does make sense that

the differences between swapping brains and bodies become smaller, as the

bodies are more similar, and the brains are further evolved in group 2. We

thus conclude that for both randomly generated robots with trained brains,

and evolved robots, the effect of swapping brains appears to be larger than

swapping bodies.
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Group 1 Group 2
Fixed Bodies (δ) 0.71 0.91
Fixed Brains (d) 0.97 0.98

Table 7.1: The average of the standard deviation values for
the Δ matrix (”Fixed Bodies”) and the D matrix (”Fixed
Brains”) for the 25 robots in Group 1 and Group 2.
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(b) Tree-edit distances for Group 2.

Figure 7.6: Morphological distances for our two groups of
robots based the tree-edit distance of the [119] method. The
robots are compared based on their mandatory attributes:
type, orientation, and slot with whom are they connected.

To compare the morphological differences for the two tested groups of robots,

we measured individual genetic differences from robots within a group. The

heat-map of each of the groups is presented in Figure 7.6. We can see that

the population in the Group 1 is structurally far more distant from each other

than in the Group 2. This validates the decision for testing random population,

considering that morphologies tend to converge through evolutionary time.

To further inspect the performance of robots with brain-body swaps, we

generate three heat-maps per group (Figure 7.5): the raw performance, fij ,

the improvements for swapping brains, δij , and the improvement for swapping

bodies, dji. We order the bodies on the x-axes in decreasing order of original

body-brain performance, i.e., fii. We observe that again, especially for group 1,
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the improvements are more variable for fixed brains than for fixed bodies.

Interestingly enough, we also observe that the performances of the orig-

inal body-brain pairs are not the best performing pairs in either quality of

performance heat-map. Furthermore, in group 1, there exists a very high-

performing body (body 15) that can achieve the highest performance (just

not with its original brain). In group 2, the results of swapping are more

scattered. This is probably because group 2 is the product of Lamarckian

evolution. While these observations do not directly relate to our research ques-

tions, we think these observations are useful, as they seem to indicate that

gains can be made by using brain-body swapping, i.e., social learning within

co-evolutions of bodies and brains [45]. The performances of the most interest-

ing robot behaviours can be viewed on https://www.youtube.com/playlist?

list=PLwTrswqNLKxfhPWLRRvogR7j6Nmhh7EjZ.

To conclude, we have separated the effects of bodies and brains on the

quality of robot’s performance with evolvable bodies as well as evolvable brains,

by performing body swaps. Because of the higher variance for swapping bodies

for fixed brains, we tentatively conclude that the bodies seem to have a bigger

effect. This is especially the case early in the evolutionary process when there

is still a lot of variation within body types (group 1), but seems to partially

persist over longer periods of evolution (group 2).

7.6 Conclusions

In this thesis, we introduced a new method that isolates and quantifies the effect

of the bodies and brains (morphologies and controllers) on the performance of

robots. We employed this method and performed an extensive data analysis to

find out ‘What is more important, the body or the brain?’.

Specifically, we took 25 robots that provided us with 25 bodies and 25 brains.

Then we analysed the change of fitness values caused by attaching new bodies to

a given brain and the change of fitness values caused by attaching new brains to

a given body. Comparing the resulting standard deviations we discovered that

attaching new brains to a given body resulted in smaller changes in quality than
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attaching new bodies to a given brain. This means that the body determined

the performance of the robot more than the brain. Therefore we conclude that

the bodies are more‘important’. Obviously, this conclusion is only supported

by the test case (the sets of robots) we use in this study and we cannot say

anything about the generality of this claim.

Furthermore, we observed that the evolved body-brain pairs do not always

provide the best performance. This is an interesting finding, as it indicates that

there is a yet untapped potential for social sharing of controllers in evolutionary

robotics. This certainly raises questions for future research.

In future work, we aim to apply the body-brain swap method to analyse

populations of evolving robots for different scenarios and associated fitness

functions. We aim to exploit the insights we gain from this – e.g., by applying

social learning techniques – to improve the evolutionary optimisation techniques

employed in evolutionary robotics.
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Lamarckism

129





8
Introducing Lamarckian Evolution

Chapter 8 was published as:

Jelisavcic, M., Kiesel, R., Glette, K., Haasdijk, E., and Eiben, A. E. (2017). Analysis of
Lamarckian Evolution in Morphologically Evolving Robots. In Proceedings of the
European Conference on Artificial Life 2017, ECAL 2017 (Vol. 14, pp. 214-221). MIT
Press.
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Chapter 8. Introducing Lamarckian Evolution

Evolving robot morphologies implies the need for lifetime learning so that

newborn robots can learn to manipulate their bodies. An individual’s mor-

phology will obviously combine traits of all its parents; it must adapt its own

controller to suit its morphology, and cannot rely on the controller of any one

parent to perform well without adaptation. This thesis investigates the prac-

ticability and benefits of Lamarckian evolution in this setting. Implementing

lifetime learning by means of on-line evolution, we first establish the suitability

of an indirect encoding scheme that combines Compositional Pattern Producing

Networks (CPPNs) and Central Pattern Generators (CPGs) as a relevant learner

and controller for open-loop gait controllers. We then analyze a Lamarckian

set-up and the effect of the parental genetic material on the early convergence

to good locomotion performance.

8.1 Introduction

A robot’s behaviour is the result of the interaction between its morphology,

controller, and environment [94]. Evolutionary robotics offers a methodology to

consider the development and adaptation of robot morphology and control holis-

tically [37]. Simultaneous evolution of morphology and control was introduced

with Sims’ simulated virtual creatures [101] and has been investigated without

regards to physically producible results many times since then [75; 18, among

others]. Lipson and Pollack [78] first demonstrated that this approach is also

applicable in systems where the final (i.e., after evolution has run its course)

results are realised and evaluated as actual physical robots, with substantial

research revisiting this approach [e.g., 52; 4].

The simultaneous development of robot morphologies and control systems

is a difficult task, and we have only seen relatively simple results so far, as

noted by Cheney et al. [17]. Some of the difficulty is due to the increased

dimensionality of the search, but a more pernicious aspect may be the increased

ruggedness of the search space: a small mutation in the morphology can easily

offset the performance of the controller-body combination found earlier. Cheney

et al. [17] illustrate this by casting the morphology as a physical interface
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between controller and environment; the variation operators that generate a

new individual can then be seen as “scrambling” this interface. An obvious

remedy would be to allow the controller to adjust to the new morphology, on

a different timescale from the morphological changes—i.e., to enable lifetime

learning for new robot bodies.

There are two principal options for evolution to exploit lifetime learning:

Baldwinian and Lamarckian evolution. The former does not directly store the

results of lifetime learning phase, only the resulting fitness values. Lamarckian

evolution, by contrast, does explicitly store the locally learned improvements

in the individual genomes, so that lifetime learning can directly accelerate the

evolutionary process and vice versa [1]. While this mechanism has largely not

been seen as a correct description of biological evolution, some recent research

has reported a Lamarckian type of evolution in nature [28].

In this thesis, we research the benefits of Lamarckian evolution for control

when the morphology of robots evolves without central oversight. This means

that we are principally interested in a setting where the robots evolve and learn

on-line as proposed by Eiben and Smith [37], without any central oversight in a

physical habitat where a population of robots operates. For these initial investi-

gations, we focus on the development of locomotion, although we think that

lifetime learning is particularly important to achieve more complex behaviours.

Robotic locomotion requires the creation of rhythmic patterns which satisfy

multiple constraints: generating stable and energy efficient forward motion, and

coping with changes in the environment or the organism [102]. In evolutionary

robotics, simple but efficient control methods can be found in tables of control

sequences [9] and spline-based cyclical patterns [67]. A more nature-inspired

approach exploits central pattern generators (CPG), which model neural cir-

cuitry that outputs cyclic patterns as found in vertebrates [102]. In this case,

robot actuators are controlled by the signal generated by coupled synchronised

CPGs, allowing synchronised movement. Clune et al. [24] used controllers based

on more general artificial neural networks to develop controllers for efficient

locomotion. They used the HyperNEAT indirect encoding which is based on

evolving a Compositional Pattern Producing Network (CPPN) that encodes a
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function to determine connection weights in the substrate artificial neural net

that actually controls the robot [104].

Most of the mentioned research considers the off-line development of lo-

comotive controllers, i.e., controller optimisation as a separate phase before

deployment with a view to developing controllers that remain fixed once de-

ployed. Weel et al. [113] considered on-line gait learning, where the controller is

adapted to the robot’s task environment during deployment. Weel et al. showed

that spline-based controllers with the RL PoWER algorithm provide efficient

autonomous on-line gait learning capabilities. Jelisavcic et al. [58] showed that

RL PoWER is very similar to an on-line (μ+ 1) evolutionary strategy ((μ+ 1)

ES).

Note, that the methods for gait development mentioned above are all evo-

lutionary. This may cause some confusion, as we consider them in the role of

lifetime learning in an overarching evolutionary process where the morphologies

evolve. Thus, we consider systems comprising of two adaptive processes. At the

highest level, the robot morphologies evolve: a new individual implies a unique

body that is the result of applying variation operators to its parents’ genomes.

We have argued that this necessitates a second adaptive process of lifetime learn-

ing that operates at a different time-scale to optimise the individual’s controller

to suit its body and environment. We consider on-line evolution as a relevant

technique for this second phase—it can be seen as an instance of reinforcement

learning [47]. So, reiterating: there are two interleaved evolutionary processes:

one that adapts morphologies and another that adapts controllers, and the

latter implements lifetime learning for the former.

To implement Lamarckian evolution of morphology and control, the robot’s

genome must encode the robot’s controller as well as its morphology. Lifetime

learning schemes that directly encode parameters for particular actuators make

less sense than indirect encodings: it is difficult or even impossible–e.g., when

expression of the morphology is non-deterministic or depends on the environment

[e.g., 79]–to identify the mapping of controller parameters to actuators in a

new morphology where some actuators may no longer occur and new ones have

appeared. An indirect encoding scheme such as HyperNEAT would not be
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hampered in this way: a different layout of actuators would merely imply a

change in input values when expressing the genome. Implementations that do

encode the robot controllers directly exclude recombination operators and have

deterministic morphogenesis and therefore are less susceptible to this issue [78].

Several approaches to co-evolution of morphology and control with indirect and

coupled body-brain encodings exist, e.g., based on graphs or L-systems [101; 52],

where the control components are generated along with the morphology.

Until recently, there has been little research into the effect of Lamarckian

set-ups combining morphological evolution and lifetime learning of control.

Jelisavcic et al. [62] report preliminary findings that indicate that such a

Lamarckian set-up with CPG-based controllers and an indirect encoding using

CPPNs can improve performance. This thesis builds on these encouraging

findings in two directions.

First, we investigate whether an indirect encoding scheme based on CPPNs

and CPGs can provide efficient on-line gait learning. As a benchmark, we use

the directly encoded (μ+1) ES approach that Jelisavcic et al. [58] showed to be

a successful technique for the on-line evolution of gaits. We test both learning

approaches on two controller architectures: one based on splines, and the other

based on CPGs.

Next, with the indirect encoding scheme enabling Lamarckian evolution,

we compare the performance of lifetime learning in a Lamarckian and a non-

Lamarckian set-up and analyse the results in terms of performance and the

persisting amount of parental genetic material.

8.2 Method

The first set of experiments1 in this thesis establishes an indirect encoding

scheme for on-line development of good gaits. As a baseline, we consider a

(μ+1) ES with a spline-based control scheme. Jelisavcic et al. [58] showed that

this is a suitable scheme for developing open-loop controllers for locomotion.

1Code for the experiments and supplementary material is available on-line at http://

tinyurl.com/y9cbbytm
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Figure 8.1: A differential oscillator with output node as
used in the CPG controller.

We compare its performance to a scheme that evolves CPPNs to configure

controllers based on CPGs or on splines. We also compare an implementation

of (μ+ 1) ES to configure CPGs to ensure that any difference in performance

can be accounted for. These methods are tested on a number of hand-designed

shapes.

The second set of experiments investigates the effect of Lamarckian evolution

with the CPPN-CPG scheme. We generate offspring from the hand-designed

shapes considered in the first set of experiments (using random selection). We

then run CPPN-CPG on each offspring with the population initialised randomly

(the non-Lamarckian case) or seeded with CPPNs from both parents (the

Lamarckian case). This experimental set-up allows us to thoroughly study the

effects on the lifetime learning process without confounding effects of selection

or stochasticity in the morphological evolution. Implementation details are

provided in the following subsections.

8.2.1 Controller Schemes

We compare two different controller schemes in this thesis: CPG-based and

spline-based controllers. Both controller schemes are open-loop and produce

control signals which are converted to angular positions for each joint.

CPG-based Controller The main components of the CPG controllers are

differential oscillators. Each oscillator is defined by two neurons that are recur-

sively connected as shown in Fig. 8.1. These generate oscillatory patterns by

calculating their activation levels x and y according to the following differential
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equation:

ẋ = wyxy + biasx

ẏ = wxyx+ biasy

with wxy and wyx denoting the weights of the connections between the neurons;

biasx and biasy are parameters of the neurons. If wyx and wxy have different

signs the activation of the neurons x and y is periodic and bounded. An

oscillator’s x node is connected to a linear output neuron that in turn connects

to the robot’s active hinge. Output neurons use the following activation function:

f(x) = (wxo · x− bias) · gain.

with x the activation level from the oscillator, wxo the weight of the connection

between oscillator and output node and bias and gain parameters. Each active

joint in the robot body is associated with an oscillator and connected to it

through an output neuron that determines the joint’s angle.

The oscillators of neighbouring hinges (i.e., hinges separated by a single

component) are interconnected by means of weighted connections between their

x neurons. This results in a chain-like neural network of differential oscillators

that extends across the robot body, as illustrated in Fig. 8.2. The learning

algorithm then optimises the connection weights, the node biases, and the gain

levels of the output nodes.

Spline-based Controller These controllers are based on cyclical splines that

describe the joint control output at any point in time. A cyclic spline is an

interpolation function that is defined using a set of n control points. Each control

point is defined by (ti, αi) where ti represents time and αi the corresponding

value. ti ∈ [0, 1] is defined as

ti =
i

n
, ∀i = 0, . . . , (n− 1)
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Figure 8.2: Schematic view of the CPG network generated
for the body shown in the top-left panel of Fig. 8.3. The
rectangular shapes indicate passive body parts, the circles
show active hinges, each with their own differential oscil-
lator, and the arrows indicate the connections between the
oscillators.

and αi ∈ [0, 1]. An additional control point (tn, αn) is defined to enforce that

the last value is equal to the first, i.e., α0 = αn, and so enforce cyclic splines. A

spline-based controller defines one such spline for each active joint in the robot

body, and the learning algorithm operates on the control points for each spline.

As in Shen et al. [100], we follow a scheme of incremental complexification of

the spline by initializing the number of control points, n, to 4 and incrementing

by 1 every 100 evaluations of the learning algorithm. New control points are

inserted such a way that the spline shape does not change.

8.2.2 Learning Schemes

We employ two different lifetime learning schemes in this thesis; NEAT to evolve

CPPNs, enabling the Lamarckian experiments, and (μ + 1) ES, which has

proved efficient in our earlier experiments with on-line learning [58], and thus

serves as a benchmark approach. Both learning approaches test the individual

controllers in a time-sharing scheme, as is common in on-line evolutionary

robotics, and employ an internal population size of 10. The target of both
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learning algorithms is to maximise the forward locomotive performance of the

robots.

Learning with CPPNs Stanley et al. [104] proposed HyperNEAT, an indi-

rectly encoded evolutionary algorithm for neural networks. The idea behind

HyperNEAT is to assign the nodes in a substrate neural network a location in

an n-dimensional hypercube. The assigned relative positions should in some

way reflect a relationship between the nodes. allowing the algorithm to exploit

the geometry of the problem. The coordinates of two nodes in the hypercube

are then input values for a CPPN, which outputs a value for the weight of

their connection. The CPPN evolves using NEAT [105] so that the substrate

network’s performance is optimised.

In this thesis, the evolution of CPPNs follows [104], with some modifications:

it uses binary tournament selection for two parents within a species if there is

more than one individual in that species. If there is only one individual in a

species, the best individual of a random other species is selected as the second

parent. Finally, the implementation uses elitism, transferring the best 10% of

the individuals to the next population.

The CPG nodes are positioned in a three-dimensional hyperspace. Two

dimensions are the relative position of the active hinges in the robot morphol-

ogy as proposed by Haasdijk et al. [46]. Such modular differentiation allows

specialisation of the active hinge’s movements depending on its relative position

in the robot. The hinge coordinates are obtained from a top-down view of the

robot body. Thus, two coordinates of a node in the CPG controller correspond

to the relative position of the active hinge it is associated with. The value of

the third (z) coordinate varies according to the type of node and the kind of

connection: for connections within an oscillator, X and y nodes have z = 1,

respectively z = −1. For connections between neighbouring oscillators, z = 0.

The CPPNs have six inputs denoting the coordinates of a connection’s source

and target and three outputs: the weight of the connection and the bias and

gain for the target node. For inter-oscillator connections (when z = 0), the gain

and bias outputs are ignored.
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For spline-based controllers, the CPPNs must output the αi value for a given

ti for each spline in the controller. Obviously, ti must be one of the inputs for

the CPPN. As before, two further inputs correspond with the position of the

active hinge associated with the spline. Thus, CPPNs for splines have three

inputs: the coordinates of the active hinge and ti. They have one output: αi.

Learning with (μ + 1) ES Using a straightforward direct encoding, the

genotype is a vector of real values corresponding to all control points for the

spline-based controllers, and to the weights of the connections, the biases and

the gain parameters of the nodes for CPG-based controllers. For the experiments

in this thesis, we use binary tournament selection and a self-adjusting σ value

cf. Jelisavcic et al. [58]. Further details can be found in the source code and

accompanying documentation.

8.2.3 Lamarckian Set-up

With lifetime learning by means of an on-line evolutionary algorithm as in

this research, each robot carries an internal population of controllers that

evolve during the robot’s lifetime. In such a system, a simple but effective

implementation of Lamarckian evolution is to seed an individual’s population

from that of its parents. We test two variants of seeding an offspring’s population.

One option initialises the NEAT population with the best 5 CPPNs from each

parent, this variant is labeled as 5 + 5 in the following sections. The second

option only takes 3 CPPNs from each parent and randomly initialises the

remaining 4 as for standard NEAT (labeled as 3 + 3 + 4 ). These randomly

initialized networks only contain the input and output neurons and connections

from every input to every output neuron with randomly initialized weights and

neuron parameters.

NEAT requires some bookkeeping of the complexification process that occurs

by adding and removing nodes and connections, and this is implemented by

means of innovation numbers that uniquely identify inserted material. When

combining individuals from two separate NEAT runs, the innovation numbers

must be updated so that no conflicts occur. Offsetting the innovation numbers
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Initial generation (“spider”, “gecko”, and “snake”)

Second generation

Third generation

Fourth generation

Figure 8.3: The morphologies used in this study. The
top row shows the smallest versions of the three hand-
designed initial morphologies. The following rows of robots
result from recombination and mutation of the previous
generations.

from one of the two parents proved a convenient method to achieve this, allowing

the CPPNs from both parents to be (re)combined in the offspring’s population.

8.2.4 The Robots

The robots and their genetic representation are based on RoboGen [4]. In

this study, we use a subset of those 3D-printable components: fixed bricks,

a core component, and active hinges. For the experiments in this thesis, the

robots are simulated in a custom simulator based on Gazebo. Each robot’s

genotype describes its layout and consists of a tree structure with the root

node representing a core module from which further components branch out.

Similar to genetic programming, recombination is implemented by replacing a

sub-tree in one parent with a randomly selected sub-tree from the other parent.
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There are some restrictions with which the result must comply, e.g., the body

cannot intersect with itself. If these restrictions are violated, the recombination

operation fails.

For these experiments, we take three manually designed morphologies as

representing an ancestral population, shown in the top row of Fig. 8.3. We also

vary the size of each shape by adding hinge-brick modules at the end of each

extremity, giving us a total of nine ancestors: the ones shown and six larger

variants with one, respectively two modules added to each extremity. The first

set of offspring (“second generation”) consists of three robots generated by

recombining two parents from this ancestral population. A further iteration

(“third generation”) consists of three offspring of the second generation robots,

and the fourth generation comprises of three offspring from the third generation.

8.3 Results

This section presents the results from the two main experiments: First, learner-

controller combinations are tested on the nine ancestral morphologies, repre-

sented by the top row of Fig. 8.3. We then test the effect of a Lamarckian

approach using an indirect encoding on the offspring robots, shown in the three

bottom rows of Fig. 8.3. Further, we analyze the results from the Lamarckian

experiments with respect to genetic material retention and performance increase.

8.3.1 Lifetime Gait Learning Comparison

Each morphology was tested in three sizes, and learning was performed in

ten replicate runs. In order to gain some intuition on the four tested learner-

controller schemes, performances are normalised as a percentage of the overall

best result with all four tested schemes for a given robot morphology and

size. The normalised performances are then averaged over all runs, yielding

a combined performance for a given morphology type. The results from the

“spider” morphology are shown in Fig. 8.4. Plots for the other morphologies are

available in the supplementary material.
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Figure 8.4: Learner and controller performances for the
three size variations of the ‘spider’ morphology. To adjust
for the higher speeds obtained by the larger robots, the
performances are normalised and combined into a single
plot. The lines show the averaged best result and the dots
indicate the performance of the separate runs.

A Kruskal-Wallis test shows that there is a statistically significant difference

between the learner-controller combinations in the last evaluation (H(2) =

15.63, p = 0). This was followed by Dunn’s test to determine which scenarios

differ, and the results are shown in Tab. 8.1. The CPPN-splines approach

performs worst, while the (μ+1) ES-splines approach is better than the CPPN-

CPG approach (with p < 0.05). There is no statistical difference between the

performance of CPPN and (μ+ 1) ES when applied to CPG controllers.

Table 8.1: p-values from Dunn’s test comparing performance
between the different learner and controller combinations.
MPO denotes (μ+ 1) ES, SPL denotes splines.

MPO-SPL MPO-CPG CPPN-SPL

MPO-CPG 0.0890
CPPN-SPL 0.0001 0.0065
CPPN-CPG 0.0102 0.1654 0.0655
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rial in the best-performing CPPNs as
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model with the confidence interval in
grey..

Figure 8.5: Percentage of parental genetic material in
the best-performing CPPNs (left) and correlation between
amount of retained genetic material and the improvement
afforded by the Lamarckian set-up (right).

8.3.2 Lamarckian vs. Non-Lamarckian Performance

The results from running new rounds of learning on the morphology offspring

are shown in Fig. 8.6. The Lamarckian approach is compared to learning based

on re-initialized controllers. We also include an approach where we initalize the

learning with a control system not stemming from the parent morphologies, but

instead the remaining morphology of the previous generation. This comparison

is included for control purposes – to observe whether there is a performance

change in learning based on controllers from parental morphologies rather than

a randomly picked morphology. The plots show the best performance over time:

the individual dots indicate the results of the separate replicate runs at intervals

of 100 evaluations and the lines show the average for each learning scheme.

We used the Kruskal-Wallis test to determine whether the differences in

performance are statistically significant between the scenarios at evaluations

250 (H(2) = 13.57, p = 0) and 1000 (H(2) = 1.53, p = 0.67). This was followed

by Dunn’s test to determine which scenarios differ, and the results are shown

in Tab. 8.2. Note that the table does not show the comparison between the two
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8.3. Results

Table 8.2: p-values from Dunn’s test comparing performance
between the baseline and the two Lamarckian scenarios at
two points in the learning process.

Evaluation 5+5 3+3+4 non-parent

250 0.017 0.013 1.00
1000 1.00 1.00 1.00

Lamarckian scenarios, as no significant differences were found between these.

The performance differences between both of the Lamarckian and the non-

Lamarckian scenario are significant at evaluation 250. After 1000 evaluations a

performance difference seems to persist, but more samples would be needed to

statistically confirm this.

8.3.3 Genetic Material vs. Performance Increase

We further seek to analyse the factors causing the differences in lifetime learning

between the non-Lamarckian and the Lamarckian set-ups. In order to do this,

we investigate the correlation between the amount of remaining parental genetic

material as lifetime learning progresses and the performance increase of the

Lamarckian set-up.

We calculated the percentage of parental genetic material for the currently

best performing CPPNs in the (5+5) approach, that is, the number of nodes

and connections present from the parental CPPNs with which the population

was seeded as a percentage of the total number of nodes and connections. One

example of such a development of the remaining amount of genetic material is

shown in Fig. 8.5a.

We calculate the area under the curve for all of the 9 offspring, such that a

higher number means that a higher amount of genetic material has been retained

during the lifetime. Similarly, we calculate the area between the Lamarckian

learning curve (5+5 ) and the non-Lamarckian curve (initial) from the trials

in Fig. 8.6, such that a higher number means a larger improvement over the

non-Lamarckian approach. We then plot these value pairs for each of the trials
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in Fig. 8.5b, together with a fitted linear model (R2=0.363, p=0.086).

8.4 Discussion

From Fig. 8.4 and Tab. 8.1 we can confirm that (μ+1) ES working on a direct

coding is an efficient learning approach, which is in line with earlier studies [58].

However, while (μ+1) ES seems to be the overall most efficient method for the

tested scenarios, the CPPN-based encoding delivers competitive performance,

especially when applied to the CPG controllers. We can thus conclude that

CPPN-based lifetime learning is an approach meriting further investigation,

especially since this enables a Lamarckian evolution paradigm.

Fig. 8.6 shows that either the Lamarckian approach achieves slightly better

performance after 1,000 evaluations, or that there are only small differences

between the performance of three approaches. This may indicate that, given

enough time, any of the approaches could reach the practical limits for a

specific morphology. However, the Lamarckian approaches tend to achieve

good performances earlier in the evolutionary runs. Scenarios, where offspring

start their learning phase with CPPNs inherited from their parents show high

performance from the outset compared to those where the CPPNs are re-

initialised and also compared to the control case where non-parent CPPNs

were inherited. This would be a major advantage in a set-up where learning

is performed on real robots. Faster convergence would allow for an earlier

termination of the learning process, reducing the physical wear and tear on the

robots and accelerating the overarching evolutionary process. We also observe

that there are some morphologies where all learning methods struggle to achieve

good performances, which seems related to the size of the morphologies.

From the example in Fig. 8.5a, we observe that in our Lamarckian set-up

there seems to be a rapid replacement of old genetic material with new in

the initial 100 to 200 evaluations, before stabilising on around 50% ancestral

genetic material. Apparently, this ancestral material plays a crucial role in the

behaviour of the controllers, and Fig. 8.5b suggests there is indeed a correlation

between the improvement over the re-initialized controllers and the amount of
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genetic material retained from parental controllers. There may be more complex

reasons underlying this observation, which should be investigated by further

experiments and analysis of the genetic material.

While the employed CPPN-CPG approach may seem counterintuitive for

achieving lifetime learning –due to it traditionally being used for evolution-

ary timescales and being associated with the development phase of a robotic

morphology– we argue that it makes sense here as it allows for Lamarckian

evolution and also shows promising performance compared to a typical di-

rectly encoded learning algorithm. In these experiments, the morphology and

the controller are encoded separately, which helps separate the evolution and

learning components, one could also picture this approach being possible for

indirect encodings that combine morphology and control genes, such as in [52].

It would then be a matter of “freezing” the morphology genes while allowing

for variations of the controller genes on a lifetime learning timescale.

8.5 Conclusion

In this thesis we have studied a system where both the morphologies and

controllers of modular robots can evolve or be learned. We have shown that

evolving CPPNs as an indirect encoding for CPG controllers is a viable scheme

for lifetime learning and that this approach effectively enables a Lamarckian

paradigm for the non-trivial case of evolving morphologies. We have analyzed

the approach of transferring learned knowledge to offspring, showing that the

faster convergence towards good locomotion performance is related to the genetic

material inherited from parents and that this improvement is correlated with

the amount of retained genetic material.

The results from this thesis should be seen as the first step into more

research on lifetime learning-enabled morphology-control evolution scenarios.

For future work, it would be beneficial to study evolutionary timescale effects

(e.g., of different selection schemes) on lifetime learning, and to investigate both

Lamarckian and Baldwinian approaches for different scenarios.
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Figure 8.6: Results from running lifetime learning on off-
spring with new morphologies, using either re-initialized
CPPNs ( initial), CPPNs from the non-parent robot, 5
CPPNs from each parent ( 5+5), or a mix between re-
initialized and 3 CPPNs from each parent ( 3+3+4). All
learning methods are run 10 times, lines show the mean
and dots show the individual run results. The plots are
arranged coincidentally with the images in Fig. 8.3.
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Chapter 9. Laws of Attraction

Morphological evolution in a robotic system produces novel robot bodies after

each reproduction event. This implies the necessity for lifetime learning so that

newborn robots can acquire a controller that fits their body. Thus, we obtain a

system where evolution and learning are combined. This combination can be

Darwinian or Lamarckian and in this thesis, we compare the two. In particular,

we investigate the evolved morphologies under these regimes for modular robots

evolved for good locomotion. Using eight quantifiable morphological descriptors

to characterize the physical properties of robots we compare the regions of

attraction in the resulting 8-dimensional space. The results show prominent

differences in symmetry, size, proportion, and coverage.

9.1 Introduction

Evolutionary Robotics is the field of science that applies evolutionary algorithms

to design and optimize the morphologies and/or controllers of simulated or real

robots [108]. The approach is a good way to design better robots as well as to

test evolutionary hypotheses about biological systems. Through the process

of the production of a new robot, potentially novel body designs emerge. The

new body calls for a well-adapted controller in order to exploit its full potential.

Recent studies show that the choice for the development of controllers has a

strong influence on the development of morphologies [13].

It has been shown that making learned knowledge inheritable (i.e. Lamar-

ckian regime) can provide a benefit to a newly-born robot [61]. The same

set-up has been tested in another investigation that shows the greater influence

of the body structure against the brain throughout the robot’s lifetime [63].

In this thesis, we investigate how does the inherited knowledge influences the

evolutionary development over several generations.

One of the interesting questions that occur is how does it influence the

evolution of the morphologies. Namely, we want to answer the following research

questions:

Q1: Could we distinguish regions of attraction in the morphological space after

150



9.2. Robot Description

a number of generations?

Q2: Are these regions of attraction different under Darwinian and Lamarckian

regimes?

9.2 Robot Description

For the experiments in this thesis, the robots are simulated using Revolve 1, a

custom simulator based on Gazebo 2. The robots and their genetic representation

are based on RoboGen design [4]. The robot design consists of two parts: a)

the body design (i.e., morphology), and the brain design (i.e., controller)

Body Design. Each robot’s genotype describes its layout and consists of a

tree structure with the root node representing a core component from which

further components branch out. In this study, we use a subset of 3D-printable

components: fixed bricks, core component, and active hinges (Figure 9.1). Com-

ponents are designated by their type. Each of these components is defined by

the two-part model: a detailed mesh suitable for visualisation and 3D-printing

and a set of geometric primitives that define the components’ mass distribution

and a contact surface. Each component also defines the number and placement

of possible attachment slots, as well as outputs (motors) contained within ’active

hinge’ component.

Robots are genetically encoded by a tree-based representation where each

node represents one building block of the robot and edges between nodes

represent physical connections between pieces. Every node contains information

about the type of the component it represents, its name, orientation, possible

parametric values, and its colour. Each edge also defines which of the available

parent’s node attachment slot the child will attach to. Construction of a robot

from this representation begins with the root node, defined to always represent

the requisite core component. The robot body is then constructed by traversing

1https://github.com/ci-group/revolve/
2http://gazebosim.org/
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B CA

Figure 9.1: The 3D-printable robot components., (A) Fixed
brick, (B) Core component, and (C) Active hinge. These
models are used in the simulation, but also could be used
for 3D printing and construction of real robots. The blue-,
yellow-, and red-coloured blocks bellow components illus-
trate a 2D representation of robots in Figures 9.3 and 9.4.

the tree edges and attaching the components represented by child nodes to the

current component at the specified slot positions and orientations.

Brain Design. The brain design for the robot locomotion consists of two

main components – a CPG controller structure derived from a robot’s body

structure and weights of CPG connections derived as outputs of a CPPN

network. Figure 7.1 depicts the resulting architecture. The CPG is strongly

grounded in the morphology of a given robot (explained below). The part that

can be transferred between different robots is the CPPN. This is very important

as it enables us to transfer controllers between different bodies.

The main components of the CPG controllers are differential oscillators.

One oscillator is defined for each active hinge. The consequence of assigning the

nodes in a differential CPG structure a location in an n-dimensional hypercube

is the inclusion of HyperNEAT as a learning mechanism. The assigned relative

positions should in some way reflect a relationship between the nodes allowing

the algorithm to exploit the geometry of the problem. The CPPN evolves using

the HyperNEAT learning method [104] so that the CPG structure‘s performance

is optimised.
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9.2. Robot Description

Figure 9.2: Example of the lifetime process of applying
the proper weights from a CPPN network onto CPG con-
nections. The arrow is pointing to a neuron within a
differential oscillator with coordinates (x, y) = (3, 0) and
z = −1 for one of the nodes within the oscillator (the other
one is designated with z = 1).

The oscillators of neighbouring hinges (i.e., hinges separated by a single

component) are interconnected by means of weighted connections between their

x neurons. This results in a chain-like a neural network of differential oscillators

that extends across the robot body, as illustrated on the left side of Figure 9.2.

Like a neural network, a CPPN is a network of mathematical functions with

weighted connections. The CPPNs have six inputs denoting the coordinates

of a source and a target node when querying connection weights or just the

position of one node when obtaining node parameters with the other three

inputs being initialised as zero. The CPPNs have three outputs: the weight of

the connection from source to target as well as the bias and gain values when

calculating parameters for a node. To determine the weight of a connection in

the CPG network that controls the robot (the substrate), the coordinates of the

two substrate nodes are fed into the CPPN which then returns the connection

weight [103]. In order to obtain the parameters of a node, the coordinates of

that node and the all-zero vector (instead of a coordinate of the other node)

are used as inputs. This way enables us to select either a connection between
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two nodes, or a specific node itself.

Example for the process of applying parameters to a specific neuron in a

CPG network is illustrated in Figure 9.2. On the CPG structure, the coordinates

of each active hinge are illustrated. In order to define the values for the y node

on the coordinate (3, 0), we designate z1 = −1 and (x2, y2, z2) = (0, 0, 0). Based

on values feed into a CPG network, the different output pattern is produced for

every actuator resulting in a different locomotion behaviour. The HyperNEAT

then evolves the CPPN in order to optimise the connection weights, the node

biases, and the gain levels of the output nodes produced by it.

9.3 Experimental Set-up

The main logic behind the experiments is to separately run and compare two

systems:

− Darwinian evolution of morphologies and Darwinian evolution of con-

trollers,

− Darwinian evolution of morphologies and Lamarckian evolution of con-

trollers.

With lifetime learning by means of an on-line evolutionary algorithm as

in this research, each robot carries an internal population of controllers that

evolve during the robot’s lifetime. It is important to note once more that, in

this experimental set-up, two evolutionary processes are ongoing: (1) evolution

of morphologies, and (2) evolution of controllers in an individual robot. The

process of lifetime-learning of gait controllers does not necessarily have to include

an evolutionary algorithm, but since we are using HyperNEAT-CPPN pair to

develop controllers, it can be viewed as evolutionary.

We have been using versatile robot morphologies and a unique controller

architecture in combination with HyperNEAT learning algorithm. We should

emphasize that these versatile morphologies are a product of a nature of evolu-

tionary systems that we must count on. In such a system, a simple but effective
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Figure 9.3: The first generation in five lineages used in both
scenarios. Each row represents one lineage with 20 robots.

implementation of Lamarckian evolution is to seed an individual’s population

from that of its parents.

The process of adapting CPPNs through the recombination and mutation

and further on applying and testing with them a robot’s locomotory performance

represents the learning process in our system (Figure 7.1). Recombination and

mutation of genomes are implemented through the standard operators defined

in RoboGen. As illustrated in Section 9.2, the morphologies of the robots can

be represented as tree structures where every node represents one component.

Therefore, conveniently, we can use the recombination and mutation operators

that are well-established in genetic programming practice [6].

In both tested system, the evolution of morphologies goes through the same

conditions, meaning that we apply recombination and mutation on directly-

encoded body genome. The main difference is contained within the within the

evolutionary process of controllers. When considering the Darwinian evolution

of controllers, the lifetime-learning process does not have an influence on the

evolution of controllers – the controllers that robot inherited at his birth will be

used in the recombination and mutation for its offspring. Quite the opposite, in

the Lamarckian evolution of controllers, instead of the initial controllers the

system will use, for the production of offspring, the best controllers developed

throughout the robot’s lifetime.

For the comparison of the two systems, we randomly generated five popula-

tions of robots, each containing 20 individuals. For the reasons of computational

costs in the first system with the Lamarckian evolution of controllers, the
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number of generations timespan is limited to 10 generations. We test the

variant of seeding an offspring’s population that initialises the HyperNEAT

population with the best five CPPNs from each parent. The first generation of

robots does not have a parental seed to start from, so their initial HyperNEAT

population consists of randomly initialised networks only containing the input

and output neurons and connections from every input to every output neuron

with randomly initialised weights and neuron parameters. In the second system,

with the Darwinian evolution of controllers, the population of 10 CPPNs is

generated by recombining the best performing CPPN from the first parent to

the best five CPPNs from the second parent and vice versa, producing in total

nine CPPNs. The additional 10th CPPN is provided by random selection from

the best five of parental CPPN pool.

As the system of choice, Revolve [54] simulator was used, which is specifically

designed for managing Triangle of Life-based experiments.

9.4 Analysis

For the analysis of the morphological properties of the evolved populations we

measure and compare a set of morphological descriptors [87]. The morphological

descriptors are a tool for quantifying the properties of each robot’s morphology.

In short, there are eight defined descriptors:

− Branching quantifies how the attachments of the components are grouped

together in a body;

− Number of Limbs quantifies the number of extremities of a body;

− Length of Limbs quantifies the extensiveness of extremities in a body;

− Coverage quantifies the fulfilment of the rectangular space created by a

body;

− Joints quantify degrees of freedom of a body;

− Proportion quantifies the two-directional proportion of a body;

156



9.4. Analysis
D
a
rw

in
ia
n

L
a
m
a
rc
k
ia
n

Figure 9.4: Morphologies of final (10th) generations in
both scenarios. Darwinian setup (upper group) develops
predominantly I- and L-shaped robots. Lamarckian setup
(lower group) develops predominantly X- and T-shaped
robots.

− Symmetry quantifies two-directional reflexive symmetry of a body;

− Size quantifies the extent of a body in terms of the number of components;

Figure 9.4 presents the morphologies evolved by Lamarckian and Darwinian

scenarios. Both scenarios had the same initial generations, as shown in Fig-

ure 9.3, but the final populations present distinct predominant morphological

properties. For the Lamarckian scenario, the body outlines are predominantly

X- and T-shaped (multiple-limbs robots). While for the Darwinian scenario, the

body outlines are predominantly I- and L-shaped (snake-like robots). This is

understandable, once by having the chance to learn coordination, robots could

benefit from having multiple limbs through maintaining a constant speed, and

thus producing faster and more stable locomotive patterns.

Figure 9.5 presents confidence intervals for all of the morphological descrip-

tors in the final populations. We can notice the clear differences in the confidence

intervals for the ’proportion’, ’coverage’, and ’size’. The most interesting is

the symmetry descriptor. What attracts the most of the attention, over the
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Figure 9.5: Confidence intervals for the morphological de-
scriptors in the 10th generation Confidence intervals in
morphological descriptors over 10 generations in Lamarck-
ian and Darwinian evolution. The x-axis represents two
investigated scenarios, Darwinian and Lamarckian, and the
y-axis is a coefficient for every measure. Note the positive
trend for ’symmetry’, ’size’, coverage’, and ’proportion’ for
the Lamarckian setup.

course of evolution, robots tend to evolve more symmetrical in the Lamarckian

regime. Apart from the robot’s symmetry, the size and proportion also tend to

increase in the Lamarckian setup, whilst the coverage decrease compared to the

Darwinian setup. This is very important considering that none of the described

aspects is implemented in the system as a requirement.

Figure 9.6 illustrates emerged body features using evolutionary learning

for bodies and lifetime learning for minds. We can conclude that the different

morphological niches are covered in two different scenarios. While under the

Darwinian regime the descriptor space tends to be more covered, under the

Lamarckian ’coverage’ and ’proportion’ tend to cluster.

To verify these tendencies for the descriptors over generations, in the two

tested scenarios, we applied a Mann-Kendall trend test. Results of the test are

presented in Table 9.2. For the Lamarckian scenario the results are statistically
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Figure 9.6: Density areas for the three most prominent
morphological descriptors in the 10th generation of both
Darwinian (top row) and Lamarckian (bottom row) regimes.
Every plot represents the density correlation between two
descriptors.

significant for all eight descriptors. Thus, there is a trend to growth or decay for

all morphological properties. The most significant positive trend is noted for ’size’

and ’length of limbs’, but tendency also exists for ’symmetry’, ’proportion’, and

’branching’. Table 9.1 shows results that corroborate with this, by comparing

the differences in an average of the descriptors from the initial to the final

population. In almost all cases, except for ’joints’, the same descriptors that

present trend, present also an average in the final population that is different

from the initial one.

In the Darwinian scenario, the significant trends were only ’number of

limbs’, ’length of limbs’, and ’joints’. However, the p values of ’proportion’

and ’symmetry’ are not so high. As the number of generations is reasonably

low, perhaps there was not time enough to see a clearly significant trend in

the second scenario. Thus, we assessed the differences for the descriptors

when comparing only the last generation of each scenario. Figure 9.1 shows

the significances for differences in an average of all morphological descriptors
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Descriptor L. 1-10 D. 1-10 Lamarckian vs. Darwinian

Branching 6× 10−3 0.67 0.43
N. of Limbs 8× 10−6 1× 10−3 0.02
L. of Limbs 2× 10−3 2× 10−3 0.96
Coverage 9× 10−8 0.1 1× 10−5

Joints 0.17 4× 10−3 0.11
Proportion 5× 10−3 0.4 4× 10−5

Symmetry 6× 10−3 0.67 7× 10−3

Size 2× 10−8 0.2 5× 10−6

Table 9.1: Significances for differences in the averages of
the descriptors between the initial and final generation of
each system and differences between the two systems in the
final generation. The test used was Wilcoxon. Averages
are the mean of all lineages.

between the two scenarios. It is interesting to see that from this perspective,

’proportion’ and ’symmetry’ are significantly different. Also, the ’coverage’ is

higher for the non-learning scenario, which makes sense, once an I-shape covers

the whole body area, while an X-shape creates sparseness among the body

parts. In summary, in the Lamarckian scenario (learning) the population is

predominantly symmetrical, proportional and with [multiple limbs], while in the

purely Darwinian scenario it is the opposite, with disproportional, asymmetrical

robots.

9.5 Discussion

In this study, we examined the regions of attraction in morphological space with

the Darwinian and Lamarckian evolution of controllers. Our results showed

differences in evolved morphologies. In the Darwinian system, robots tend to

develop to more simple forms. In the Lamarckian system, robots evolve more

symmetrical and larger structures.

In the Darwinian regime, we observed that robots tend to develop snake-

like shapes after a number of generations. The evolution of morphologies
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Lamarckian Darwinian
coef. p-value coef. p-value

Branching 0.07 8× 10−3 0.01 0.72
N. of Limbs −0.12 2.6× 10−7 −0.1 4.6× 10−4

L. of Limbs 0.07 8.7× 10−3 0.1 3.2× 10−5

Coverage −0.17 2.5× 10−14 −0.03 0.17
Joints −0.05 2.8× 10−2 −0.06 0.02
Proportion 0.05 1.3× 10−2 −0.03 0.09
Symmetry 0.05 2.4× 10−2 −0.04 0.07
Size 0.16 2.2× 10−16 0.006 0.76

Table 9.2: Coefficient values of Mann-Kendall statistical
trend test for morphological descriptors over generations.
The grey-coloured cells highlight the not enough significant
correlation.

with the Lamarckian evolution of controllers tend to produce more complex

body structures with three and four limbs. A plausible explanation of this

effect is that the larger number of actuators in larger bodies increases the

amount of interference between moving limbs. The body complexity makes the

learning task more difficult and starting the learning process from the adapted

controllers of the parents (Lamarckian) obviously has an advantage over starting

the learning process from the random situation (Darwinian). In case of a ’weak’

learning method (random start) the more complex morphologies cannot acquire

suitable controllers, hence the simple shapes become dominant.

Future work will be devoted to research the scope of this effect and investigate

how it depends on the environment.
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We study evolutionary robot systems where not only the robot brains but

also the robot bodies are evolvable. Such systems need to include a learning

period right after ‘birth’ to acquire a controller that fits the newly created

body. In this thesis, we investigate the possibility of bootstrapping infant robot

learning through employing the Lamarckian inheritance of parental controllers.

In our system controllers are encoded by a combination of a morphology

dependent component, a Central Pattern Generator (CPG), and a morphology

independent part, a Compositional Pattern Producing Network (CPPN). This

makes it possible to transfer the CPPN part of controllers between different

morphologies and to create a Lamarckian system. We conduct experiments

with simulated modular robots whose fitness is determined by the speed of

locomotion, establish the benefits of inheriting optimized parental controllers,

shed light on the conditions that influence these benefits, and observe that

changing the way controllers are evolved also impacts the evolved morphologies.

10.1 Introduction

Evolutionary methods provide a successful approach to designing robots [89;

8; 29; 108]. The central premise behind evolutionary robotics is the proven

power of natural evolution to generate viable life forms for a vast variety of

possible environments. For robotics, this means that using artificial evolution it

is plausible that we can design robots for (m)any possible environment(s) and

task(s). Historically, evolutionary robot design has focused on the evolution

of robot controllers for fixed, hand-designed morphologies and the evolution

of morphologies has not received much attention. Arguably, this attitude is

inherently missing out, because robot behaviour is determined not only by the

controller but also by the morphology.

In this thesis, we consider the evolution of morphologies as well as controllers

in a system of modular robots. This means that the evolving population is

made up of robots and adding a new individual to the population amounts to

the creation of a new robot. The ‘birth’ of a robot starts off its lifetime period

that finishes when the robot is removed from the population. In this period
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the robot can interact with its environment and possibly reproduce, that is,

undergo crossover and/or mutation resulting in a new robot. We assume that

the controller of a robot can be adjusted during its lifetime, but its morphology

does not change. Then we can make a general distinction between evolution

and learning regardless of the specific algorithmic details. The evolutionary

process searches the set of all robots within the given design space. One step in

this search process is the creation of a robot with a new morphology (body)

and controller (brain). In contrast, the learning algorithm attempts to improve

the controller of a robot during its lifetime. Hence, it operates in the space of

controllers that fit the given body.

A fundamental feature of such systems is that the morphology of the offspring

can and will be different from that of the parent(s). Consequently, ‘newborn’

robots necessarily need to learn an appropriate controller, because in general it

cannot be assumed that an inherited controller matches the inherited morphology.

For this reason, we argue that any system of morphologically evolving robots

must include a learning phase for ‘newborn’ robots. Therefore, we adopt a

system architecture that does contain such a phase. This architecture, called

the Triangle of Life, was introduced in [35] and used in several experimental

studies that addressed the task of gait learning [98; 58; 113]. Note that the

choice of the gait learning task is not arbitrary. Locomotion is one of the most

fundamental robot skills that depend on the morphology, and gait learning

is the most elementary form of locomotion without any specific direction to

follow or target to approach. As observed by the research community including

ourselves, the gait learning process can take a significant amount of time and

effort for a robot. This raises the principal research question behind this thesis:

Could the learning process be improved by making learned controllers

inheritable and bootstrapping infant learning with the learned con-

trollers of the parents?

Technically speaking, we are interested in Lamarckian evolution, where a

robot can pass on characteristics acquired during its lifetime to its offspring, not

by communication (that would be ‘teaching’), but through genetic inheritance,
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Burkhardt [14]; Hinton and Nowlan [50]. Although the idea seems straight-

forward until recently there has been hardly any research into the effects of

Lamarckian set-ups combining morphological evolution and lifetime learning of

robot controllers. Jelisavcic et al. [62] report preliminary findings that indicate

that such a Lamarckian set-up can improve performance. A more in-depth

follow-up investigation reported a strong correlation between the advantage of

inheriting parental controllers and the amount of retained parental controller

structure [61].

These studies raise new questions and motivate further research into the

combination of Darwinian evolution of morphologies1 and Lamarckian evolution

of controllers. In this thesis, we address three specific research questions in the

context of modular robots and locomotion as the primary task:

1. Does the inheritability of learned features provide an advantage?

2. What does this advantage depend on?

For instance, does it depend on:

(a) The morphological similarity between parents and offspring?

(b) The morphological similarity between parents?

(c) The stage of the evolutionary process, e.g., is the effect of inheritable

controllers different in early and late generations?

3. Are the morphologies to which robots evolve differently for Darwinian

and Lamarckian evolution?

10.2 Robot Design

In the following we describe the make-up of our robots distinguishing the bodies

and the brains, that is the robot morphologies and the robot controllers.

1Note that Lamarckian evolution of morphologies is possible if robots have the ability of
self-modification.
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B C H

Figure 10.1: The 3D-printable robot components., (B)
Fixed brick, (C) Core component, and (H) Active hinge.
These models are used in the simulation, but also could be
used for 3D printing and construction of real robots. The
blue-, yellow-, and red-coloured blocks bellow components
illustrate a 2D representation of robots in Figure 10.13.

10.2.1 Morphologies

The morphologies of the robots in our system are based on the RoboGen

framework [4] 2. The framework uses a set of seven component types, but we

reduced the number to a subset of three 3D-printable components: fixed brick,

core component, and active hinge (Figure 10.1). The reasoning for using the

subset of components is to simplify the analysis of the evolutionary process.

The two-part model defines each of these components used in the simulation: a

detailed mesh suitable for visualisation and 3D-printing and a set of geometric

primitives that define the components’ mass distribution and a contact surface.

Following the standard RoboGen specification, each component is described

with the type of the component it represents, its name, orientation, possible

parametric values, and children slots to which neighbouring components are con-

nected3. For making the evolution of morphologies more flexible, the RoboGen

specification was extended to define the attachment slot to its parent compo-

nent4. To simplify the identification of the heredity of each robot’s morphology

2http://robogen.org/
3http://robogen.org/docs/guidelines-for-writing-a-robot-text-file/
4In the standard specification, components are attached to a parent component only by
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C

H HHH

B BBB

H HHH

B BBB

Figure 10.2: An illustration of a robot’s genome (left) for
one of the possible morphologies and the outcome of assem-
bled morphology (right). On the genome representation, a
fixed brick module is designated with B, a core component
with C, and an active hinge with H.

the specification was supported with a colour-coding for each component. This

allows the morphological traits that a robot inherits to be easily attributed to

either parent by matching colours.

Robots are genetically encoded by a tree-based representation where each

node represents one building block of the robot (i.e. a RoboGen module)

and edges between nodes represent connections in between. An example of

a genome’s tree structure for one of the possible morphologies is shown in

Figure 10.2. The construction of a robot in this representation begins with the

root node, which by definition always represents the essential core component.

The robot body is then constructed by traversing the tree edges and attaching

the components represented by child nodes to the current component at the

specified slot positions and orientations. Details about recombinations and

mutations are described in Subsection 10.3.1.

slot 0.
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ab out

wab

wba

wao

Figure 10.3: A differential oscillator with output node as
used in the CPG controller.

10.2.2 Controllers

The controller system for the robot locomotion consists of two main components

– a CPG controller structure derived from a robot’s body structure, and weights

of CPG connections derived as outputs of a CPPN network. In these controllers,

sensory feedback is omitted, because an open-loop controller can solve the given

task (gait learning). Including sensory feedback is a possible augmentation to

the CPG structure. However, the primary goal is to investigate the effects of the

specific evolutionary setups on body development. Adding an extra dimension

in form of the feedback loop to the system would make it harder to distinguish

an effect of the system from the sensory noise.

Figure 7.1 depicts the resulting architecture. The CPG is firmly grounded

in the morphology of a given robot (explained below). The part that can be

transferred between different robots is the CPPN. This is very important as it

enables us to transfer controllers between different bodies.

The main components of the CPG controllers are differential oscillators.

One oscillator is defined for each active hinge. Each oscillator is defined by two

neurons that are recursively connected as shown in Figure 10.3.

These generate oscillatory patterns by calculating their activation levels a

and b according to the following differential equation:

ȧ = wbay + biasa

ḃ = wabx+ biasb

with wab and wba denoting the weights of the connections between the neurons;

biasa and biasb are parameters of the neurons. If wba and wab have different signs
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Figure 10.4: Schematic view of the CPG network generated
for one of the possible morphologies. The rectangular
shapes indicate passive body parts, the circles show active
hinges, each with their own differential oscillator, and the
arrows indicate the connections between the oscillators.

the activation of the neurons a and b is periodic and bounded. An oscillator’s x

node is connected to a linear output neuron that in turn connects to the robot’s

active hinge. Output neurons use the following activation function:

f(a) = (wao · a− bias) · gain.

with a, the activation level from the oscillator, wao, the weight of the connection

between oscillator and output node and bias and gain parameters. Each active

joint in the robot body is associated with an oscillator and connected to it

through an output neuron that determines the joint’s angle.

The oscillators of neighbouring hinges (i.e., hinges separated by a single

component) are interconnected through weighted connections between their a

neurons. This results in a chain-like neural network of differential oscillators

that extends across the robot body, as illustrated in Figure 10.4.

As a neural network, a CPPN is a network of mathematical functions with

weighted connections. Unlike neural networks, the network can contain a

variety of activation functions including sine, cosine, Gaussian and sigmoid.

The CPPNs have six inputs denoting the coordinates of a source and a target
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node when querying connection weights or just the position of one node when

obtaining node parameters with the other three inputs being initialised as zero.

The CPPNs have three outputs: the weight of the connection from source to

target as well as the bias and gain values when calculating parameters for a node.

To determine the weight of a connection in the CPG network that controls the

robot (the substrate), the coordinates of the two substrate nodes are fed into

the CPPN which then returns the connection weight [103]. In order to obtain

the parameters of a node, the coordinates of that node and the all-zero vector

(instead of a coordinate of the other node) are used as inputs. This way enables

us to select either a connection between two nodes, or a specific node itself.

Further on, we will explain how the controllers’ genotypes (CPPN) and

phenotypes (CPG) are connected. The important piece of the puzzle is the

Cartesian coordinate system, universal to each body structure with a referent

(0, 0) coordinate positioned in the core component. Based on this, the CPG

nodes are positioned in a three-dimensional hyperspace. The hyperspace consists

of a planar space with x and y coordinates that position a differential oscillator

(i.e. an active joint) and a third coordinate z which define a position of a neuron

in the oscillator. Such modular differentiation allows specialisation of the active

hinge‘s movements depending on its relative position in the robot. The hinge

coordinates are obtained from a top-down view of the robot body. Thus, two

coordinates of a node in the CPG controller correspond with the relative position

of the active hinge it is associated. The third coordinate depends on the role of

the node in the CPG network: output nodes have a value of 0, and differential

nodes have values of 1 for a and −1 for b nodes. As illustrated in Figure 10.5,

differential CPG is defined based on a robot’s body structure, and weights

between connections are defined by applying output values of evolved CPPN

network on it.

Example for the process of applying parameters to a specific neuron in a CPG

network is illustrated in Figure 10.5. On the CPG structure, the coordinates

of each active hinge are illustrated. In order to define the values for the b

node on the coordinate (3, 0), we designate (x1, y1) = (3, 0) and z1 = −1. To

mark that we are querying for node values and not weight of a connection
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(3, 0)
x

y

x1 y1 z1 x2 y2 z2

3 0 −1 0 0 0

w b g

Figure 10.5: Example of the lifetime process of applying the
proper weights from a CPPN network into a CPG neuron.
The arrow is pointing to a neuron within a differential
oscillator with coordinates (x, y) = (3, 0) and z = −1 for
the b node (see Figure 10.3).

the second part of the CPPN input (i.e. the destination node) is marked as

(x2, y2, z2) = (0, 0, 0).

Based on values fed into a CPG network, a different output pattern is

produced for every actuator resulting in a different locomotion behaviour. The

given learning algorithm then iteratively improves the CPPN in order to optimise

the connection weights, the node biases, and the gain levels of the output nodes

produced by it. Details about our learning algorithm are presented in the next

section.

10.3 Evolutionary and Learning Methods

The general system architecture as captured by the Triangle of Life consists

of two loops: the evolutionary loop that spans the triangle and the learning

loop within the Infancy stage, see Figure 1.1. The evolutionary process affects

both the bodies and the brains, while the learning algorithm only works on the

brains. As mentioned before, in this study we decided to use HyperNEAT for

gait learning [105]. This implies that our learning method is an evolutionary
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algorithm. Consequently, we have two evolutionary processes. The outer

evolutionary process (with a Darwinian and a Lamarckian version) works

on the morphologies and the controllers, and the inner evolutionary process

(HyperNEAT) works on the controllers within the Infancy stage.

10.3.1 Evolution of morphologies

The evolutionary process of morphologies uses a direct encoding and is relatively

straightforward using recombination and mutation operators defined in RoboGen.

As described in Subsection 10.2.1, the morphologies of the robots are represented

as tree structures where every node represents one component. Therefore, we

can apply the recombination and mutation operators that are well-established in

genetic programming [6]. The recombination of parent genomes is implemented

as random subtree exchange: a random node from parent A is selected and

replaced with a random subtree of parent B if only the exchange does not violate

the constraint of intersecting body parts. In order to limit robot complexity, a

new part is added with a probability proportional to the number of parts that

are expected to have been removed by subtree removal, minus the number of

parts expected to have been added by subtree duplication. The new part is

randomly generated and attached to a random free slot on the tree to produce

the final robot. To keep the complexity of the robot morphologies within bounds

we require that each robot must consist of at least five and no more than 50

modules. The parameters of these operations are shown in Appendix 10.6.

The mutation operator is applied after each crossover directly to the generated

offspring and replaces a randomly selected subtree with a randomly generated

tree. The probability of mutation is set to 0.05.

By design, we are using non-overlapping generations. Hence, after evaluating

the current population of 20 robots we need to select 20 pairs of parents to

produce the next generation. To this end, we use standard binary tournaments.

To obtain two parents for crossover we perform two tournaments and for each

tournament we select two potential parents randomly. These are compared and

the one with the highest fitness (e.g. highest speed) wins the tournament and
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becomes a parent.

10.3.2 Learning of controllers

We use HyperNEAT for learning the morphology independent parts of the robot

controllers. As described in Section 10.2.2, this means evolving CPPNs for

setting the CPG parameters. We chose to apply a population size of 10 CPPNs,

which means that each robot has 10 controllers on board that can be activated

and tested one by one. The method to fill the initial controller population after

the ‘birth’ of a new robot depends on the Darwinian or Lamarckian nature of the

algorithm for controller evolution. These details are explained in Section 10.3.3.

A full overview of HyperNEAT parameters is given in Appendix 10.6.

HyperNEAT requires bookkeeping of the complexification process that

occurs by adding and removing nodes and connections. This is implemented

employing innovation numbers that uniquely identify inserted material. The

innovation number introduced by the same mutation of the network is identical

across different networks for nodes and connections. This solution combines

two interacting ideas. Firstly, the introduction of a crossover operator which

randomly can choose from which parent a neuron or connection should be

inherited if it is present in both. This can be useful since neurons or connections

in a topological context should fulfil a similar purpose and therefore swapping

them will not give a completely different network, only a slightly changed one.

Secondly, the usage of speciation, which groups networks with similar neuron

and connection parameters as well as similar topologies. This can easily be

inferred due to the usage of innovation numbers, thus ensuring that mostly

similar networks are crossed over. Together these ideas help reduce the likelihood

of introduction of dysfunctional networks through a crossover process.

When combining CPPNs from two separate HyperNEAT runs (i.e., the

learning processes on two different robot morphologies), the innovation numbers

must be updated so that no conflicts occur. Offsetting the innovation numbers

from one of the two parents proved a convenient method to achieve this, allowing

the CPPNs from both parents to be (re)combined in the offspring’s population.
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Figure 10.6: Illustration of transferring controllers from
parent robots to their offspring. The best five controllers
from each robot are transferred to their child, where they
form the initial population of the HyperNEAT algorithm
for gait learning.

10.3.3 Darwinian and Lamarckian evolution of controllers

Darwinian evolution as observed in nature works through an inheritance mecha-

nism that cannot propagate traits of an organism to its offspring that are learned

by experience. In contrast, the idea of Lamarckism assumes that an organism

can pass traits acquired over its lifetime to its offspring. In evolutionary robot

systems, the inheritance of controllers can be implemented in a Darwinian or in

a Lamarckian way, depending on the preferences of the system designer. In both

cases, a ‘newborn’ robot A starts its lifetime and the infant learning process

of the Triangle of Life scheme with the initial controller inherited from its

parentshttps://www.overleaf.com/13522841wjqwqvqzfnwv. At the end of this,

process robot A will contain a learned controller and its fitness is determined by

how well this works. If the robot is fit and gets selected for reproduction, then it

will propagate its morphological and controller properties to its offspring. The

difference between a Darwinian and a Lamarckian system is grounded in the

different methods for propagating parental controllers. If the offspring, robot

B, is seeded with the initial controller robot A was born with, then we have a

Darwinian system. If A passes on its learned controller to B then the system is

Lamarckian.

As explained in the previous section, in this study we use an evolutionary
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algorithm (HyperNEAT) with population size 10 as a learning method. This

means that each ‘newborn’ robot needs to be initialized with 10 controllers.

Exploiting the fact that the CPPNs are morphology independent, i.e., that any

CPPN can be used in any robot, the inheritance of controllers can be done in

a simple manner, including five controllers from one parent and five from the

other parent in the child. For obvious reasons, each parent passes on the best

five of its controllers to the offspring. This method is illustrated in Figure 10.6.

10.4 Experiments

Implementing an evolutionary robot system as outlined above in real hardware is

not possible with the current technology. Therefore, we conduct our experiments

with the Revolve simulator, cf. Hupkes et al. [54]5. Technically, Revolve is a

wrapper around Gazebo, a general-purpose robotic simulator based on the ODE

physics engine, that manages the insertion, deletion, and production of robots

in a simulated environment. The settings of the simulation parameters are

presented in Appendix 10.6.

The experiments are executed on five different lineages, where a lineage is

specified by a randomly generated initial population of robots. These five initial

populations are the starting points for the thereafter separate Darwinian and

Lamarckian evolutionary runs, leading to different populations of morphologies.

In all cases, the population size is 20 and the run is terminated after 10

generations.

The initial robot populations are created by randomly generating 20 mor-

phologies that contain at least five active joints and no more than 50 components

alltogether. Furthermore, it is required that it is physically feasible to construct

the given robot. Consecutive generations are produced by the usual selection-

reproduction cycle in a non-overlapping fashion. Thus the total number of

robots in an evolutionary lineage is 200. The evolutionary operators– crossover,

mutation, and selection –work as explained in section 10.3.1 and Appendix 10.6.

As for fitness, we use speed. For any given controller the speed equals m/s,

5The source code for Revolve can be found at https://www.github.com/ci-group/revolve
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where s is the duration of the evaluation period (30 seconds as shown in Ap-

pendix 10.6) and m is the straight line distance the robot covered in this period.

For a robot as a whole, the fitness is the maximal speed, achieved by the end of

its learning period.

Regarding the controllers of the robots, we use an evolutionary algorithm,

HyperNEAT, as a learning method with settings described in Appendix 10.6.

We set the population size in HyperNEAT at 10 and the ‘heads’ of the initial

robot populations of the five lineages are filled with CPPNs consisting of ran-

domly initialised networks that only contain the input and output neurons and

connections from every input to every output neuron with randomly initialised

weights and neuron parameters. A HyperNEAT run –that is, a gait learning

process of the given robot body– can be terminated after 10 or 100 or 1000

evaluations. This means 1, 10, or 100 non-overlapping generations 6.

To compare the Lamarckian and the Darwinian systems we monitor the

average performance (i.e., speed) of the robots during each run. Furthermore,

we carry out another analysis regarding the amount of parental material in

the controllers. To this end, note that the 10 CPPNs of a ‘newborn’ robot are

all inherited from its parents, in the Darwinian as well as in the Lamarckian

setup. Hence, the learning period –a run of HyperNEAT– starts with 100% of

parental CPPN genetic material. During the run of HyperNEAT the CPPNs

are augmented with new neurons and connections, thus the ratio decreases. The

ratio of parental material that is present in the CPPNs’ structures at the end

of a learning period is called parental retention.

10.5 Results

Before presenting the main results let us give a simple illustration of the effect of

Lamarckism in our system. For this purpose, we take an evolved robot (shown

on the left of Figure 10.7) and plot the development of speed during a lifetime

learning process starting with a) 10 randomly initialized CPPNs and b) 10

6In reality, a HyperNEAT run is terminated after 1000 evaluations, but the performance
is cross-selected after 10, 100 and 1000 evaluations.
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Figure 10.7: Example of an evolved robot from lineage
3, generation 2. The colours of its modules disclose their
origins, blue and green modules come from different parents.
The curves on the right-hand side show the development of
speed of this robot during the learning period starting from
scratch or based on Lamarckian inheritance.

CPPNs inherited from its parents after they finished learning. These curves are

shown on the right-hand side of Figure 10.7. The locomotion strategies employed

at different stages of the learning process can be seen in a supplementary video7.

The differences in performance are representative for many of the robots in our

experiments, but there are also a few morphologies where learning from scratch

outperforms learning from inherited material. This warrants further analysis of

the relations between performance, morphologies, and brains, as detailed in the

following sections.

10.5.1 Performance Differences

To answer our first research question we compare the Lamarckian and the

Darwinian evolutionary approaches. For this purpose, we merge the data of all

five lineages and plot the fitness values in each robot generation in Figure 10.8.

The plots the show development of fitness over the course of evolution for

both approaches with three different learning budgets: low (10 CPPN eval-

uations, 1 generation in HyperNEAT), medium (100 CPPN evaluations, 10

generations in HyperNEAT), and high (1000 CPPN evaluations, 100 generations

7Available online at https://youtu.be/GaxMlntR3IA
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Figure 10.8: Development of fitness over the course of
evolution for Lamarckian (left column) and Darwinian
evolution (right column) based on a low, medium, or high
budget for the lifetime learning method, i.e., 10/100/1000
CPPN evaluations within the HyperNEAT algorithm.

in HyperNEAT).

Looking at the plots, we can observe the superiority of the Lamarckian

approach. The differences in performances are most prominent for a low and a

medium learning budget when using 1000 evaluations for learning the differences

are smaller. This indicates that the Darwinian approach can eventually catch

up with the Lamarckian system, but only at a large expense in the number

of evaluations. This can be a consequence of converging to a nearly maximal

speed for the given morphology. Phrasing it differently, if the resources are

constrained, the Lamarckian approach is advisable. This is especially important

to consider in a real-world evolution scenario (in the future).

We can shed further light on the evolutionary dynamics by looking at
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Figure 10.9: Improvement of Lamarckian over Darwinian
evolution per generation. Improvement is defined as the
difference in average performance of all individuals of all
lineages in the given generation. A positive number means
that the Lamarckian approach is better.

the difference in fitness between the Lamarckian and Darwinian evolutionary

process per generation. That is, we consider the difference in fitness values

from the start to the end of the lifetime learning process, like in Figure 10.7,

but in this case, the fitnesses are based on population averages We plot these

data in Figure 10.9 for the case of using a high learning budget. In the

early generations, the Lamarckian approach is clearly better, but in the last

generations, the Darwinian setup reaches the performance of the Lamarckian

one. The overall conclusion is similar to that made after analysing Figure 10.8

if the resources are constrained (here: we only have time for a few generations),

then the Lamarckian approach is preferable.

10.5.2 Morphological Analysis

To answer our second research question, we inspect the evolved morphologies in

two different ways. First, we look at the genotypic differences between parents

and offspring using the Zhang-Sasha method for the tree-edit distances, cf.

Zhang and Shasha [119]. Second, we consider the phenotypes and characterize

the forms of the robots through seven different morphological descriptors, size,

symmetry, proportion, number of active joints, coverage, length of limbs, number

of limbs, after [87]. Details are given in Appendix 10.6.

The correlation of the normalised tree-edit distances between a parent and
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10.5. Results
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Figure 10.10: Correlation of normalised tree-edit distances
between a parent and its offspring and improvements in
performance the offspring shows. The data points are indi-
vidual performance differences over nine generations (the
second up to tenth) in five generated lineages, aggregated.
For correlation, we use 90% confidence level interval for
predictions from the linear model.

its offspring and the advantage of Lamarckian inheritance compared to learning

from scratch is exhibited in Figure 10.10. The data show a trend: the smaller

the difference of a robot from its parents, the higher is the benefit of inheriting

the controller the parent learned, instead of learning the controller from a

random start. Intuitively this makes sense because it stands to reason that the

controllers that are optimized for a specific morphology are more useful for a

similar morphology than for a different one.

Using the morphological descriptors we can define the difference between

coef. p-value

Tree-edit Dist. −0.2 1.6× 10−11

L. of Limbs −0.27 1.9× 10−4

Coverage −0.29 8.56× 10−5

Joints −0.3 4.38× 10−5

Proportion −0.2 5.2× 10−3

Size −0.23 1.7× 10−3

Table 10.1: Coefficient values of Spearman’s rank correla-
tion of improvement to tree-edit distances and morphologi-
cal descriptors (parent to offspring).
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Figure 10.11: Averaged variance of four morphological de-
scriptors between parents and their offspring (top row), and
averaged variance between parents (bottom row) correlated
with the observed improvements. For correlation, we use
90% confidence level interval for predictions from the linear
model.

two robots (e.g., two parents or a parent and a child) based on their phenotypes.

Because all descriptors have numerical values, we can simply apply the numerical

difference here. With the sub-questions of our second research question in mind,

we can try to correlate the advantage of Lamarckian evolution to a) the difference

between a robot and its parents, and b) the difference between the parents.

The data corresponding to option a) is shown in the top row of Figure 10.11

for the five morphological descriptors where a trend could be observed. These

trends are similar to the one regarding the genotypic distance: the benefit of

Lamarckian evolution is higher if the difference of a robot to its parents is

smaller. The bottom row of Figure 10.11 shows the trends when considering

the difference between the parents. The trend is not so clear in this case and

this is natural: the only reason why there would be a similar trend is that

two similar parents have a greater potential to create a robot that’s similar

to them and thus transfer controllers that are adapted for their morphologies.

The correlations for all five measures are verified in Table 10.1 with Spearman’s

correlation.
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Figure 10.12: Density areas for the three most promi-
nent morphological descriptors in the 10th generation of
both Darwinian (top row) and Lamarckian (bottom row)
regimes.

10.5.3 Morphological Attractors

Based on morphological descriptors we can obtain new insights by creating

density plots in the multi-dimensional space they span. We find this a useful

tool that gives insights into our third question. For reasons of printability, we

selected a few pairs of descriptors and created contour plots in the corresponding

2-dimensional space showing the regions with the highest density, that is, with

a relatively high number of evolved robots. Now the question is if these areas

of attraction differ for Darwinian and Lamarckian evolutionary setups. The

most interesting density plots are presented in Figure 10.12 and the whole set

in Figure 10.17 in the Appendix. We can see that the Lamarckian robots are

more consistent, while the Darwinian robots tend to scatter more over the

morphological search space. This observation is interesting as it indicates that

treating the (learning of) controllers differently changes the development of

morphologies too.

The morphologies of the evolved robots can be visually inspected as well.

In Figure 10.13 we exhibit the best-performing three robots in all five lineages
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Darwinian Lamarckian

Figure 10.13: The best three morphologies of the final
(10th) generations in all 5 lineages in both scenarios. The
Darwinian setup (left) develops predominantly I- and L-
shaped robots. The Lamarckian setup (right) develops X-
and T-shaped robots.

for the Lamarckian and Darwinian scenarios. We can see that in the Darwinian

scenario, the morphologies are more elongated, while in the Lamarckian system

X- and T-shaped robots seem to occur more frequently. This relates to the

plots in Figure 10.12 where the size and proportion tend to increase in the

Lamarckian setup, whilst the coverage decreases compared to the Darwinian

setup.

10.5.4 Changes in CPPNs During Learning and Evolu-

tion

Finally, let us look beyond morphological issues and investigate how the rate

of change in CPPN structure relates to performance. In Figure 10.14 the

upper plot compares the performance trends, while the lower plot shows the

ratio of parental genetic material for both the Darwinian and the Lamarckian

setups. We can clearly see that in the Darwinian scenario parental genetic

material is disappearing much faster than in the Lamarckian system. This

can be explained by observing that the well-adapted inherited CPPNs of a
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Figure 10.14: Development of speed (top plot) and the
percentage of parental genetic material (bottom plot) within
generations 2 to 10 in the Lamarckian (purple line) and
the Darwinian (orange line) scenarios. The curves exhibit
the averaged values of all robots in all lineages, the vertical
bars are the standard deviations.

‘Lamarckian parent’ need fewer modifications to adapt to a new body than the

CPPNs of a ‘Darwinian parent’. The trend is also in line with the performance

trend wherein every generation, in general, the Lamarckian setup outperformed

the Darwinian.

10.6 Concluding Remarks

The long-term goal of our research is technology to produce highly adapted

robots for many possible environments and tasks. Our approach towards

this goal is evolutionary, thus we are interested in robot systems where both
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morphologies and controllers undergo evolution. It is important to note that

morphologically evolving robot systems need to include a learning period right

after ‘birth’ to acquire a controller that fits the newly created body. For

efficiency reasons, the number of trials should be kept as low as possible. In this

thesis, we investigate the possibility of reducing the learning times by seeding

the infant robot with the learned controllers of the parents. In particular, we

address three research questions in the context of morphologically evolvable

modular robots and locomotion as the main task: 1) Does the inheritability of

learned features provide an advantage? 2) What does this advantage depend

on? 3) Does Lamarckian evolution lead to different morphologies?

Our findings can be summarised in the following observations. First and

foremost, it is possible to learn a proper gait with a relatively low number

of trials (about 100 in our system) that make online learning in real time

practicable. Secondly, we have confirmed the benefits of Lamarckian evolution.

The main message of this thesis is thus: Inheriting learned parental controllers

speeds up infant learning, hence, using a Lamarckian set-up is advisable.

The added value of Lamarckism turned out to depend on the available

learning budget, i.e., the allowable number of trials. If the learning budgets are

limited (and in practice they always are), then starting off infant robot learning

with inherited controllers makes a big difference.

Another interesting result is the correlation between the morphological

similarity between the parents and the benefit of inheriting their controllers. Our

data show that the benefits for the offspring are higher if the parents are more

similar. This can play a significant role in future implementations since it can

support educated guesses about how well the parental controllers will perform

on the offspring robot. This issue deserves further research, for instance into

autonomous mate selection mechanisms, where would-be parents do not rely on

an abstract fitness value, but visually inspect each other. Such mechanisms that

allow mate selection without a central authority using only locally observable

information could be essential ingredients in real-world evolutionary robot

systems of the future.

Last, but not least, we can draw additional conclusions considering the
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evolved morphologies. Remarkably, even though the difference between the

Darwinian and Lamarckian versions only concern the controllers, the final

impact is also visible in the space of morphologies.

Naturally, our results are based on one system only, and the advantages

of inheriting parental controllers will depend on the given environment, the

robot design, and the task. Nevertheless, the empirical evidence fully supports

the common-sense expectation that bootstrapping infant learning by inheriting

learned parental controllers is a highly advisable option for the design of

evolutionary robotic systems.

Appendix A: Genome recombination and muta-

tion

The purpose of this appendix is to illustrate the recombination and mutation

operators we selected for the mating process. For simplicity, we consider parent

genomes less complex than the Spider and the Gecko used in the experiments.

Figure 10.15: Tree representation of parent genomes.

The when the recombination operator is used on the parent genomes shown

in Figure 5.14, sub-trees are randomly exchanged, resulting in an offspring

displayed in Figure 10.16.

Finally, the mutation operator may make a random mutation on the offspring

- preferably with substantially low probability. Note that as long as the node

is of valid format (i.e any valid robot part in the definition of RoboGen) the
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Figure 10.16: Offspring after recombination operator is
applied (left) and after mutation operator is applied (right).

mutation is valid as well, meaning that it does not need to follow any paradigm

(such as colour) from the parent genomes. To illustrate this notion, Figure 5.15

shows a mutated child where the leaf of the right sub-tree was exchanged for

two red nodes.

Appendix B: Morphological descriptors

The Tree Edit Distance (TED) algorithm defined by [119]8 quantifies the

differences in tree structures for pairs of robot genomes. The algorithm applies

the following cost rules:

− Adding, removing or modifying a node in a tree to a different type has a

cost of 1;

− Moving a node to a different parent has a cost of 1.

The morphological descriptors used for quantifying robot morphologies are

drawn from [87]. Here we only summarise definitions of the descriptors for

clarity:

8A Python implementation of this algorithm can be found on https://github.com/

timtadh/zhang-shasha.
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Figure 10.17: Density areas for the prominent morphologi-
cal descriptors in the 10th generation of both Darwinian
(top) and Lamarckian (bottom) regimes. Every plot repre-
sents the density correlation between two descriptors.

Branching. This descriptor captures how the attachments of the modules are

grouped together in the body, and envisions to measure whether the components

of the body are more spread or agglomerated. It is defined with Eq. (10.1):

B =

⎧⎨
⎩

b
bmax

, if m >= 5

0 otherwise
(10.1)

where m is the total number of modules in the body, b the number of modules

that are attached on all four faces, and bmax = �(m − 2)/3	 – the maximum

possible number of modules that can be attached on four faces in a body of m
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modules.

Number of Limbs. This describes the number of extremities of a body:

L =

⎧⎨
⎩

l
lmax

, if lmax > 0

0 otherwise

lmax =

⎧⎨
⎩2 ∗ � (m−6)

3 	+ (m− 6) (mod 3) + 4, if m >= 6

m− 1 otherwise

(10.2)

where m is the total number of modules in the body, l the number of modules

which have only one face attached to another module (except for the core-

component) and lmax is the maximum amount of modules with one face attached

that a body with m modules could have.

Length of Limbs. Describes how extensive the limbs of the body are and is

defined with Eq. (10.3):

E =

⎧⎨
⎩

e
emax

, if m >= 3

0 otherwise
(10.3)

where m is the total number of modules of the body, e is the number of modules

which have two of its faces attached to other modules (except for the core-

component), and emax = m− 2 – the maximum amount of modules that a body

with m modules could have with two of its faces attached to other modules, if

containing the same amount of modules arranged in a different way9

Coverage. Describes how full is the rectangular envelope around the body.

The greater this number, the less empty space there is between neighbour

modules. It is defined as Eq. (10.4):

C =
m

marea
(10.4)

where m is the total number of modules of the body, and marea = ml ∗mw –

the supported number of modules in the area of the body, with ml being the

9The types of modules would not have to be necessarily the same, as long as the body had
the same amount of modules.
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number of modules that would fit in a column as long as the length of the body,

and mw the number of modules that would fit in a row as long as the width of

the body.

Joints. This describes how movable the body is and is defined with Eq. (10.5):

J =

⎧⎨
⎩

j
jmax

, if m >= 3

0 otherwise
(10.5)

where m is the total number of modules of the body, j is the number of effective

joints, i.e., joints which have both of its opposite faces attached to the core-

component or a brick, and jmax = �(m − 1)/2	 – the maximum amount of

modules with two opposite faces attached that a body with m modules could

have, in an optimal arrangement.

Proportion. This describes the 2D ratio of the body and is defined with

Eq.(10.6):

P =
ps
pl

(10.6)

where ps is the shortest side of the body, and pl is the longest side, after

measuring both dimensions of length and width of the body.

Symmetry. This describes the reflexive symmetry of the body with Eq.(10.7):

Z = max
zvzh

(10.7)

where zh = oh/qh – is the horizontal symmetry, and zv = ov/qv – the vertical

symmetry. For calculating each of these symmetry values, a referential centre for

the body is defined as the CoreComponent. For both horizontal h and vertical v

axes, a spine is determined as a line dividing the body into two parts according

to the centre and this axis. Each value is the number o of modules that have a

mirrored module on the other side of the spine (each match of modules accounts

for two), divided by the total number q of compared modules. The spine is not

accounted in the comparison.

Size. This describes the extent of the body in terms of the number of
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modules and is defined with Eq.(10.8):

S =
m

mmax
(10.8)

where m is the total number of modules in the body and mmax the maximum

number of modules permitted in each body.

Appendix C: Experimental Settings

Simulator

Parameter Description Value

engine Physics engine ODE
tstep Maximum step size of 0.003 s
iter Iterations per timestep 1
torque Torque of the motors 0.1 Nm
mblock Weight of a FixedBrick module 32 g
mjoint Weight of a ActiveJoint module 16 g

Morphological crossover

Parameter Description Value

omax Maximum number of outputs 50
σparts St.dev. of randomly generated parts 5
premove subtree Probability of removing subtree 0.05
pduplicate subtree Probability of duplicating subtree 0.1
pswap subtree Probability of swapping subtree 0.05
premove hidden neuron Probability of removing hidden neuron 0.05
premove neural connection Probability of removing neural connection 0.05
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HyperNEAT

Parameter Description Value

Pcppn CPPNs population size 10
Omax Maximal number of offspring CPPNs 9
pweight Probability of weight mutation 0.8
σweight Standard deviation of weight mutation 0.8
pmutate Probability of parameter mutation 0.8
σparam Standard deviation of parameter mutation 0.8
paugment Probability of structural augmentation 0.8
Gmax Number of evaluated CPPN generations 100
teval Evaluation time 30 s

Experiments

Parameter Description Value

Init Initialisation random
Probots Robot population size 20
Select Parent selection 2 parents with

bin. tourn.
Ngen Max. number of generations 10

Table 10.2: Parameter values applied for the simulator,
body crossover method and HyperNEAT learner used in the
experimental setup.
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The main goal of the research presented in this thesis was to demonstrate the

potential of the Evolution of Things and investigate its various constituent parts.

The development of the Evolution of Things concept is a long-term goal. It

requires more time and resources than are available in a single PhD programme.

Thus, the priority here was to focus on assembling a pioneering system and

on identifying the principal challenges involved. We determined that Birth,

Lifetime Learning, and Procreation are essential constituents of this concept.

Various aspects of the challenges involved were investigated in depth.

Before we could conduct this research, we first had to develop the necessary

tools. These included a software framework and a hardware framework. The

software framework (which we named Revolve) includes an engine for generating

and managing robots in the simulation. The framework’s learning algorithms
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and controllers are designed to be used comparatively on robots – both simulated

and physical. This feature makes Revolve a unique tool for investigating the

problem of the ‘reality gap’.

The hardware framework (the second major tool we developed) consists of

3D-printed robots that are used in an arena equipped with a tracking system.

We demonstrated the feasibility of building such a system and of having robot

organisms compete for survival and reproduction.

The most significant contribution of this thesis is a proof-of-concept study

demonstrating that real, physical robots can reproduce. We presented a sim-

plified version of the Triangle of Life concept –a system in which robots can

interact, learn and reproduce. An initial population of two robots was created.

A complete life cycle was then performed, resulting in a new robot that was

parented by the first two. Each individual step in the process was made as

simple as possible, nevertheless the system as a whole validates the underlying

concepts and provides a generic workflow for the creation of more complex

incarnations. This hands-on experience provided useful insights and helped us

to identify some potentially interesting avenues for future research.

After demonstrating the potential of the Triangle of Life, we focused on the

infancy phase of a ‘newborn’ robot. To be truly autonomous, a robot must

satisfy three functional requirements: locomotion, manipulation, and perception.

Having investigated several learning methods for ‘unknown-in-advance’ robot

morphologies, we found that RL PoWER delivers adequate performance for

many shapes. It combines low computational cost with highly stable behaviour.

We revisited the original RL PoWER algorithm and observed that, in essence, it

is a specific evolutionary algorithm. This led us to propose two modifications to

the main search operators, and to compare the quality of the evolved controllers

when one or both of these modified operators is employed. The resultant

learning algorithm boosted the robots’ performance significantly.

We also explored a new type of controller that, uniquely, is assembled from

two parts: a body-specific part (Coupled Differential CPG) and body-agnostic

part (CPPN). The structure of the CD-CPG is derived from the robot’s own

body structure. It regulates the robot’s behaviour based on weights for its
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connections. The structure of the CPPN determines the weights of CD-CPG

connections, and is optimized using the HyperNEAT algorithm. The use of a

dual-nature controller confers a number of advantages. Firstly, it facilitates the

implementation of Lamarckian evolution in an artificial system. Secondly, it

makes it possible to compare the influence of bodies and brains on locomotion

performance. Finally, it makes social learning (i.e. knowledge transfer) possible,

by sharing the best-performing controllers. Lamarckian evolution is still a poorly

studied aspect of artificial evolution, but the CPG-CPPN paired controller

provided the opportunity for an in-depth study of its potential. We have

demonstrated the viability of evolving CPPNs as an indirect encoding for CD-

CPG controllers, in terms of Lifetime Learning. We analysed the approach

that involves transferring learned knowledge to offspring. This showed that a

more rapid convergence towards improved locomotion performance is related to

genetic material inherited from the parents, and that the degree of improvement

involved corresponds to the amount of genetic material retained.

Inspired by the transferability of CPPNs, we introduced a new methodology

for isolating and quantifying the effect of bodies and brains on robot quality,

which we then used in a case study. The method is general in nature, in that it

is not restricted to evolutionary systems. For the purposes of the case study, we

used a modular robot system in which both the bodies and the brains can be

evolved, while the brains are also capable of learning. In addition to validating

the usefulness of our method, these case studies delivered insights into the

interplay between bodies and brains in evolutionary robotics.

Finally, we compared Darwinian and Lamarckian evolutionary setups in

which both the brains and bodies of robots are evolvable. Such systems need to

include a learning period immediately after ‘birth’, to produce a controller that

fits the newly created body. We investigated the option of bootstrapping infant

robot learning by allowing parental controllers to be inherited. This showed that

inheriting ‘experienced’ parental controllers speeds up infant learning. Thus,

the use of a Lamarckian set-up is advisable. We can draw further conclusions

based on the evolved morphologies. Remarkably, even though the difference

between the Darwinian and Lamarckian versions only affected the controllers,
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it also had an impact on morphology.

11.1 Future work

We built and studied a system in which robot organisms can evolve. This

involved various ad hoc design choices, some of which were the most straightfor-

ward options. One of these was to focus on gait learning, the most basic skill

for a robot. From there we proceeded to directed locomotion, path planning

and foraging tasks. These tasks required us to create some form of scaffolding

within the learning process. This was not a trivial undertaking, as some design

approaches involved learning several tasks in parallel, while other approaches

required these to be learned sequentially.

We used the RoboGen morphological design space and the corresponding

genotype from Auerbach et al. [4]. The modular components were produced

using a 3D printer, and assembled into functional robots. While the modules

themselves were predesigned, the combination of connected modules was evolved.

Future work in this area could include the option of evolving the modular

components themselves, and of testing new forms of encoding, such as L-

Systems.

Finally, now that we have a prototype system, we could use it to investigate

numerous alternative options, such as learning algorithms, diverse environments

and multiple tasks, as well as different strategies for mating and parent selection.
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Problem Solving from Nature – PPSN XIII, pp. 24–39.

[32] Eiben, A. and J. Smith (2015a). Introduction to Evolutionary Computing

(2 ed.). Natural Computing Series. Berlin, Heidelberg: Springer Berlin

Heidelberg.

[33] Eiben, A. E. (2002). Multiparent Recombination in evolutionary computing.

In A. Ghosh and S. Tsutsui (Eds.), Advances in Evolutionary Computing,

Natural Computing Series, pp. 175–192. Springer.

202



Bibliography

[34] Eiben, A. E. (2015). EvoSphere: The World of Robot Evolution. pp. 3–19.

Mieres, Spain: Springer International Publishing.

[35] Eiben, A. E., N. Bredeche, M. Hoogendoorn, J. Stradner, J. Timmis,

A. Tyrrell, and A. F. T. Winfield (2013). The Triangle of Life: Evolving

Robots in Real-time and Real-space. In Advances in Artificial Life, ECAL

2013, pp. 1056–1063. MIT Press.

[36] Eiben, A. E., S. Kernbach, and E. Haasdijk (2012, dec). Embodied artificial

evolution: Artificial evolutionary systems in the 21st Century. Volume 5, pp.

261–272.

[37] Eiben, A. E. and J. E. Smith (2015b, may). From evolutionary computation

to the evolution of things. Volume 521, pp. 476–482.
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Alive and Kicking: Baby Steps in Robotics

Milan Jelisavcic

Vrije Universiteit Amsterdam

Both the concept of evolution and our understanding of it have themselves

evolved over many years. In the 19th century, the notion of evolution gained

prominence as an a posteriori explanation of the development of life on Earth.

In the 20th century, the principles of evolution were applied in computers,

to evolve solutions to optimization and design problems. In this new field –

Evolutionary Computing – the objects undergoing evolution are digital entities.

In the 21st century, the field of Evolutionary Computing is entering a new phase,

with the development of algorithms capable of applying evolutionary processes

to physical entities. These physical objects fall into two categories, inanimate

entities (e.g. coffee mugs) and animate entities (e.g. robots). The evolution

of the latter is much more interesting than that of the former, because we can

evaluate what they do, not just what they are. Our aim was to contribute to

the next step forward, which involves transferring evolution from simulations to

real-world physical entities.

The entities that evolved in the system presented here are robot organisms

– in our case, modular robots. These robots were assembled from functional

components. The main research goal was to demonstrate the feasibility of

the Evolution of Things, and to investigate its constituent elements. The

main constituents required for the Evolution of Things are Birth, Lifetime

Learning, and Procreation. Birth is the process of assembling and delivering a

new robot entity. In the case of a new robot, Lifetime Learning is the process

in which the robot learns how to control its body and how to interact with the

environment. Procreation is the process of mate selection and reproduction

within a population of robots. The Lifetime Learning process proved to be the

most challenging of these constituents.

We investigated constituents of relevance to the evolution of modular robots.

The research question in this context was: ‘How could a system like this be



developed and what factors primarily influence it?’

The most significant contribution of this thesis is a proof-of-concept study

demonstrating that real, physical robots can reproduce. We presented a sim-

plified version of the Triangle of Life concept – a system in which robots can

interact, learn and reproduce. An initial population of two robots was created.

Next, a complete life cycle was performed, resulting in a new robot that was

parented by the first two. Each individual step in the process was made as

simple as possible. Nevertheless, the system as a whole validates the underlying

concepts and provides a generic workflow for the creation of more complex

incarnations.

We also explored a new type of controller that, uniquely, is assembled from

two parts: a body-specific part (Coupled Differential CPG) and body-agnostic

part (CPPN). The structure of the CD-CPG is derived from the robot’s own

body structure. It regulates the robot’s behaviour based on weighted values

for its connections. The structure of the CPPN determines the weighted values

of CD-CPG connections, and is optimized using the HyperNEAT algorithm.

The use of a dual-nature controller confers a number of advantages. Firstly, it

facilitates the implementation of Lamarckian evolution in an artificial system.

Secondly, it makes it possible to compare the influence of bodies and brains

on locomotion performance. Lastly, it makes social learning (i.e. knowledge

transfer) possible.

Finally, we compared Darwinian and Lamarckian evolutionary setups in

which both the brains and bodies of robots are evolvable. Such systems need to

include a learning period immediately after ‘birth’, to produce a controller that

fits the newly created body. This showed that inheriting ‘experienced’ parental

controllers speeds up infant learning. Thus, the use of a Lamarckian set-up is

advisable. We can draw further conclusions, based on the evolved morphologies.

Remarkably, even though the difference between the Darwinian and Lamarckian

versions only affected the controllers, it also had an impact on morphology.







Alive and Kickin’: Stappen van de baby in Robotica

Milan Jelisavcic

Vrije Universiteit Amsterdam

Het concept ‘evolutie’ en ons begrip daarvan hebben hun ontwikkelingspad.

In de 19e eeuw werd dit concept belangrijk toen het werd gebruikt om a

posteriori de opkomst van het leven op aarde te verklaren. In de 20e eeuw werden

principes uit de evolutieleer geimplementeerd in computerprogramma’s om zo

oplossingen voor optimalisatie- en ontwerpproblemen te vinden. In dit nieuwe

veld, Evolutionary Computing, zijn de geëvolueerde entiteiten digitaal. In de

21e eeuw komt Evolutionary Computing in een nieuwe fase met de ontwikkeling

van algoritmen die evolutie toepassen op fysieke entiteiten. Fysieke entiteiten

kunnen worden levenloos (bijv. Koffiemokken) en levendig zijn (bijv. Robots).

Het toepassen van evolutie op levenloze objecten is al interessant, maar dit geld

nog veel sterker voor levendige objecten omdat we die kunnen waarderen om

wat ze doen, niet alleen om wat ze zijn. Het was ons doel om bij te dragen aan

deze volgende stap, om het evolutieproces van een simulatieomgeving terug te

brengen naar de echte wereld en het toe te passen op fysieke entiteiten.

De entiteiten waar we het hier over hebben zijn robotorganismen. We

hebben het hier over modulaire robotorganismen, samengesteld uit functionele

componenten. Het onderzoeksdoel was om de haalbaarheid van de Evolutie

der Dingen te demonstreren en de onderdelen ervan te bestuderen. We zien

‘Geboorte’, ‘Levenslang Leren’ en ‘Voortplanting’ hiebij als de hoofdonderdelen.

Voor een robot bestaat Geboorte uit het samenstellen en leveren van een nieuwe

robotentiteit. Levenslang Leren bestaat uit het onder controle krijgen van het

robotlichaam en het leren om te gaan met de omgeving. Voortplanting bestaat

uit het kiezen van een partner uit de robotpopulatie en uit het reproduceren

met die partner. Van deze onderdelen bleek het Levenslang Leren de meest

uitdagende.

We onderzochten onderdelen voor de evolutie van modulaire robots. De

onderzoeksvraag was hierbij: hoe kan een dergelijk systeem worden ontwikkeld
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en wat zijn herbij de belangrijkste factoren?

De belangrijkste bijdrage in dit proefschrift is een proof-of-concept van echte

robots die kunnen reproduceren. We presenteerden hiertoe een eenvoudige

implementatie van het Triangle of Life-concept - een systeem waar in robots

interacteren, leren en reproduceren. Er werd een populatie van twee robots

gefabriceerd en een complete levenscyclus gedraaid. Dit resulteerde in de

‘geboorte’ van een nieuwe robot met de eerste twee robots als ouders. Hoewel

de afzonderlijke stappen van het systeem tot het uiterste zijn vereenvoudigd,

valideren ze samen de onderliggende concepten en bieden ze een generieke

aanpak voor het maken van minder eenvoudige versies van het Triangle of Life

concept.

Hiernaast hebben we een nieuw type controller met een unieke eigenschap

onderzocht. Het unieke van deze controller is dat hij is samengesteld uit

twee delen - een lichaamsspecifiek (Coupled Differential CPG) en lichaams-

onanhankelijk (CPPN) deel. De CD-CPG-structuur wordt bepaald aan de

hand van het lichaam van de robot en regelt het gedrag van een robot op basis

van gewogen waarden van zijn verbindingen. De CPPN-structuur bepaalt de

gewogen waarden van CD-CPG-verbindingen en is geoptimaliseerd met behulp

van het HyperNEAT-algoritme. De voordelen van het toepassen van zo’n

duale controller zijn (a) de mogelijkheid om de Lamarckiaanse evolutie in een

kunstmatig systeem te implementeren, (b) de mogelijkheid om de prestaties

van lichamen en breinen te vergelijken, en (c) de mogelijkheid voor sociaal leren

(dwz kennisoverdracht).

Ten slotte vergelijken we de evolutionaire opstellingen van Darwin met die van

Lamarck, waar niet alleen het robotbrein, maar ook de robotlichamen evolueer-

baar zijn. Dergelijke systemen hebben een leerperiode direct na de ‘geboorte’

nodig om ervoor te zorgen dat de controllor past bij het nieuw samengestelde

lichaam. De hoofdboodschap luidt: het overerven van geleerde controllers van

de ouder-robots versnelt het leren van de kinder-robots en het is dus aan te

raden om een Lamarck-opstelling te gebruiken. Deze worden, opvallend genoeg,

ook verschillend tussen de opstellingen van Darwin en Lamarck, terwijl deze

opstellingen zelf alleen verschillen in hoe controllers worden gevormd.
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